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Meta-learning
Donald B. Maudsley (1979):
Process by which learners become aware of and increasingly in control of
habits of perception, inquiry, learning, and growth
Five principles:
Learners must
Example: Clinicians
(a) have a theory
(b) discover their rules and assumptions
(c) reconnect with reality-information from the environment
(d) reorganize themselves by changing their rules/assumptions
(e) work in a supportive environment
It is hard for humans to do such meta-learning
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Our Goal: Develop new ML field aimed at empowering
humans
Use ML to improve human perception, inquiry, learning,
grow and decisions

Quantitative epistemology
Refers to things that can be measured
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The study of knowledge

Quantitative Epistemology: New human-machine partnership
(building the theory)
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Meta-learning
models

Unravel
Assumptions, Structures,
Rules, Change etc.

Quantitative Epistemology: New human-machine partnership
(building the theory)

Why are some clinicians
overly pessimistic towards
at-risk patients?
Guidelines

Advice

 Clinicians are overly pessimistic when
diagnosing patients at risk.
 Optimism and confirmation bias lead to
behavior that is similar but can be
distinguished

Theory of metalearning

Hypotheses about
meta-learning
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Quantitative Epistemology: New human-machine partnership
(build supportive environments)

A. Meta-learning models
B. Potential biases, errors,
inconsistencies
C. Advice

Humans

Build
Supportive
Environments

A. Adjustments & corrections
B. Clarifications
C. Ratings

Actions
Perception, Inquiry,
Learning, Decisions, Growth

Quantitative
Epistemology

Explicit
feedback

Implicit
feedback

Quantitative Epistemology - A paradigm shift
Decision
support
Who
benefits?

Purpose?

When?

Quantitative Epistemology

Decision-makers

Decision-makers

Stakeholders

 Provide action
recommendations

 Detect onetime mistakes
& systematic
errors
 Validate
intended
decisions
 Become more
aware
 Avoid cognitive
biases
 Recommend
training

 Understand
reasoning
behind a
decision
 Ensure the right
decisions is
made

Before making a
decision

Continuously

After a decision is
made &
Continuously

Supervisors
/managers

 Detect
systematic
errors
 Analyze variation
in practice
 Monitor behavior
 Recommend
training

Continuously
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Policy-makers

Trainers
/teachers

Researchers

 Assess current
practices
 Measure the
impact of new
policies

 Find best ways
to present info
and knowledge
 Assess how
much is learned
 Personalized &
continuous
learning

 Analyze
behavioral data
 Form hypotheses
 Contribute to
decision-making
theory

In a feedback loop

During scientific
process, after
data collection,
before
experimentation

Before and after
introducing new
policies

Existing ML solutions offer limited help
The “forward” problem:
 Focus on optimal policies – focus on outperforming humans, human replacement
Task representation
(e.g. value function)

Planner
(e.g. reinforcement learning)

Ideal behavior

The “inverse” problem:
 Focus on human imitation - empowering machines, NOT humans
Behavior representation
(e.g. neural network)

Inverse planner
(e.g. imitation learning)

Existing behavior

Quantitative Epistemology: Human empowerment
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A first step: Inverse decision modeling (IDM)
Dan Jarrett

Alihan Hüyük

 general framework for learning representations of
human meta-learning & decision-making behavior
 enables us to describe existing behavior relative to
“ideal” normative behavior
 Normativity - the phenomenon of designating some actions or
outcomes as good/desirable/permissible
 A normative ideal - a standard for evaluating or making
judgments about behavior or outcomes
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Inverse decision modeling
Planner
Task representation

Ideal behavior

Normative ideal

Behavior representation
w.r.t. normative ideal

IDM

Existing behavior

Human-in-the-loop
feedback cycle
Behavior is revised
based on the advice

Prescriptive advice
(e.g. guidelines)
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Planners
Problem setting:
Decision policy
𝜋𝜋 ∈ Δ 𝒰𝒰 𝒵𝒵
Agent state
𝑧𝑧 ∈ 𝒵𝒵

Action
u ∈ 𝒰𝒰

Transition dynamics
Emission dynamics
𝒮𝒮×𝒰𝒰
𝜏𝜏env ∈ Δ 𝒮𝒮
𝜔𝜔env ∈ Δ 𝒳𝒳 𝒮𝒮×𝒰𝒰
Observation
Environment state
x ∈ 𝒳𝒳
s ∈ 𝒮𝒮

Recognition policy
𝜌𝜌 ∈ Δ 𝒵𝒵 𝒵𝒵×𝒰𝒰×𝒳𝒳

Model of an agent’s behavior
- a decision policy (emitting actions from internal states
- a recognition policy (committing observations to internal states)
Example: Medical diagnosis
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Inverse planners



Demonstrated behavior:
Normative/descriptive params.:

𝜙𝜙demo ∈ Φ
𝜃𝜃 = 𝜃𝜃norm , 𝜃𝜃desc ∈ Θ = Θnorm × Θdesc

Inverse planner:



𝜃𝜃�desc = argmax𝜃𝜃desc 𝒢𝒢 𝜙𝜙demo , 𝜙𝜙imit = 𝐹𝐹 𝜃𝜃norm , 𝜃𝜃desc

e.g. distribution matching:
𝒢𝒢 𝜙𝜙demo , 𝜙𝜙imit = −𝐷𝐷KL (𝜙𝜙demo ||𝜙𝜙imit )
projection of 𝜙𝜙demo onto Φ𝜃𝜃norm = 𝐹𝐹 𝜃𝜃norm , Θdesc

 This formalism enables research on meta-learning
 Example: Inverse rational bounded control (IBRC)
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Inverse bounded rational control (IBRC)
• Interpretability: IBRC gives a transparent parameterization of behavior
that can be successfully learned from data.
• Expressivity: IBRC more finely differentiates between imperfect
behaviors, while standard reward learning cannot.
• Applicability: IDM can be used in real-world settings, as an investigative
device for understanding human decisions.
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Inverse bounded rational control (IBRC)
Uncertain knowledge of the environment
 Unbiased prior:
𝜎𝜎� ∈ Δ(𝒯𝒯, 𝒪𝒪)
 Biased specification policy:
𝜎𝜎 𝑧𝑧, 𝑢𝑢 ∈ Δ 𝒯𝒯, 𝒪𝒪

𝒵𝒵,𝒰𝒰

Recognition policy is given in terms of specification policy
 𝜚𝜚 𝑧𝑧 ′ 𝑧𝑧, 𝑢𝑢 = 𝔼𝔼𝜏𝜏,𝜔𝜔∼𝜎𝜎 𝑧𝑧,𝑢𝑢 ,𝑥𝑥 ′ ∼𝜔𝜔 [𝜌𝜌𝜏𝜏,𝜔𝜔 (𝑧𝑧 ′ |𝑧𝑧, 𝑢𝑢, 𝑥𝑥𝑥)]
 𝜌𝜌𝜏𝜏,𝜔𝜔 could be Bayesian inference under perfect knowledge 𝜏𝜏, 𝜔𝜔

Bounded rational planner:
maximize

𝔼𝔼𝜋𝜋,𝜌𝜌,𝜎𝜎 ∑𝑡𝑡 𝜐𝜐 𝑠𝑠𝑡𝑡 , 𝑢𝑢𝑡𝑡

s.t. 𝔼𝔼𝑧𝑧 𝐷𝐷KL 𝜋𝜋 ⋅ |𝑧𝑧 ||𝜋𝜋� < 𝐴𝐴
𝔼𝔼𝑧𝑧,𝑢𝑢 𝐷𝐷KL 𝜎𝜎 ⋅ |𝑧𝑧, 𝑢𝑢 ||𝜎𝜎� < 𝐵𝐵
𝔼𝔼𝑧𝑧,𝑢𝑢,𝜏𝜏,𝜔𝜔 𝐷𝐷KL 𝜚𝜚𝜏𝜏,𝜔𝜔 ⋅ |𝑧𝑧, 𝑢𝑢 ||𝜚𝜚� < 𝐶𝐶
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Decision complexity
Specification complexity
Recognition complexity

Inverse bounded rational control (IBRC)
Value iteration:
′ 𝑧𝑧, 𝑢𝑢
𝜋𝜋
𝑢𝑢
𝑧𝑧
𝜎𝜎
𝜏𝜏,
𝜔𝜔
𝑧𝑧,
𝑢𝑢
𝜚𝜚
𝑧𝑧
𝜏𝜏,𝜔𝜔
− 𝛽𝛽 log
− 𝜂𝜂 log
𝑉𝑉 𝑧𝑧 ← 𝔼𝔼 𝜐𝜐 𝑠𝑠, 𝑢𝑢 + 𝛾𝛾𝛾𝛾(𝑧𝑧 ′ ) − 𝛼𝛼 log
𝜋𝜋� 𝑧𝑧
𝜎𝜎� 𝑧𝑧, 𝑢𝑢
𝜚𝜚� 𝑧𝑧 ′

Penalty terms

 1/𝛼𝛼 is a measure of flexibility
 1/𝛽𝛽 is a measure of optimism
 1/𝜂𝜂 is a measure of adaptivity
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Inverse bounded rational control (IBRC)
• Example: Medical diagnosis
Detection & quantification of biases
Given that this (boundedly rational) agent should optimize a pre-specified
reward/utility function, how suboptimally do they appear to behave?
Such normative-descriptive questions are only possible with IDM (and IBRC)
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Flexibility, optimism, adaptivity




Observations:
Actions:
Utility:

negative (𝑥𝑥− ), positive (𝑥𝑥+ )
monitor (𝑢𝑢= ), negative diagnosis (𝑢𝑢− ), positive diagnosis (𝑢𝑢+ )
10 for correct diagnoses, -36 for incorrect diagnosis, -1 for monitoring
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Flexibility, optimism, adaptivity




Observations:
Actions:
Utility:

negative (𝑥𝑥− ), positive (𝑥𝑥+ )
monitor (𝑢𝑢= ), negative diagnosis (𝑢𝑢− ), positive diagnosis (𝑢𝑢+ )
10 for correct diagnoses, -36 for incorrect diagnosis, -1 for monitoring

cf. behavioral inconsistency
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Flexibility, optimism, adaptivity




Observations:
Actions:
Utility:

negative (𝑥𝑥− ), positive (𝑥𝑥+ )
monitor (𝑢𝑢= ), negative diagnosis (𝑢𝑢− ), positive diagnosis (𝑢𝑢+ )
10 for correct diagnoses, -36 for incorrect diagnosis, -1 for monitoring

cf. behavioral inconsistency

cf. over-/underreaction
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Flexibility, optimism, adaptivity




Observations:
Actions:
Utility:

negative (𝑥𝑥− ), positive (𝑥𝑥+ )
monitor (𝑢𝑢= ), negative diagnosis (𝑢𝑢− ), positive diagnosis (𝑢𝑢+ )
10 for correct diagnoses, -36 for incorrect diagnosis, -1 for monitoring

cf. behavioral inconsistency

cf. over-/underreaction

vanderschaar-lab.com

cf. base rate neglect/confirmation bias

Inverse bounded rational control
How “rational” does 𝜙𝜙demo appears to be in pursuing (the “ideal”) 𝜐𝜐?

Inverse bounded rational control:





𝐹𝐹 = the bounded rational planner
𝜃𝜃norm = 𝜐𝜐
𝜃𝜃desc = 𝛼𝛼, 𝛽𝛽, 𝜂𝜂
𝒢𝒢 𝜙𝜙demo , 𝜙𝜙imit = 𝔼𝔼𝑥𝑥,𝑢𝑢∼𝜙𝜙demo ℙ𝜙𝜙imit 𝑢𝑢1:𝑇𝑇 ||𝑥𝑥1:𝑇𝑇
Learned 𝛼𝛼 for various levels of flexibility
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Differentiating non-adaptivity and optimism

Non-adaptivity
and optimism lead to
similar behavior.

Utilities
estimated by IRL:

10
for correct diagnoses
-26±3 for incorrect diagnoses

10
for correct diagnoses
-27±3 for incorrect diagnoses
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Illustrative use of IDM
IDM can be used as an investigative device for understanding and reflecting
on human decision-making - diagnosis
Environment:
Disease: Alzheimer’s disease
Decision making: When to order an MRI?
 MRIs are informative but costly

𝑆𝑆 = NL, MCI, Dementia
𝐴𝐴 = MRI, No MRI
𝑍𝑍 = Cognitive test results × MRI outcomes
Dataset used: ADNI dataset
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Pessimism when diagnosing Alzheimer’s
When to order an MRI?
 MRIs are informative but costly
𝛽𝛽 = 3.86 for all patients
Clinicians appear to be significantly more pessimistic when diagnosing:
 patients with the ApoE4 genetic risk factor
(𝛽𝛽 = 601.74)
 female patients
(𝛽𝛽 = 920.70)
 patients aged >75
(𝛽𝛽 = 2265.30)
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Quantitative Epistemology: Our work so far
IDM framework (ICML’21)
Agent = human
Method

Goal / motivating question

Planner

Normative
params.

Descriptive
params.

IAS
(ICML’20)

How “timely” is agent decision making?

Timely active sensing

Deadline, cost of
acquisition

Importance of accuracy,
speed, efficiency

AVRIL
(ICLR’21)

What reward function does the agent optimize?

RL planner

-

Reward function

CIRL
(ICLR’21)

How important are various counterfactuals
in making decisions?

Counterfactual
RL planner

Counterfactuals

Importance weights

INTERPOLE
(ICLR’21)

What are the subjective beliefs of the agent?

Policies based on
decision boundaries

Interpretable state space

Decision dynamics &
decision boundaries

IBRC
(ICML’21)

How optimal is agent behavior relative to an
“ideal” reward function?

Bounded rational planner

“Ideal” reward function

Flexibility, optimism,
adaptivity

ICB (submitted)

How does agent’s behavior evolve over time?

Contextual
bandit strategies

-

Time-varying beliefs
over reward functions
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Quantitative epistemology
• A new human-machine partnership
• A new field of multi-disciplinary research
• Partnering with humans to empower them, not to replace them!
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For more information & updates
vanderschaar-lab.com
 Research pillars
 Quantitative epistemology
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