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Self-supervised learning for genomics
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New ML methods aimed at
1) delivering personalized medicine
2) understanding the basis and trajectories of  health and disease
3) empowering healthcare professionals and patients
4) informing and improving clinical pathways, better utilize resources & 

reduce costs
5) transforming population health and public health policy  
6) enabling new discoveries – clinical, therapeutics

Our group’s mission:
moving medicine from art towards science 
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Our group’s mission:
moving medicine from art towards science 

Genomics +
Clinical Data

1.Polygenic Risk Scores

Personalized 
Medicine

Patient stratification
Disease risk prediction

2. Identification of 
genetic associations
3. Omics integration

New 
Therapeutics

Biomarker discovery
Drug discovery

Prof. Changhee Lee
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So far…..only linear models have performed well on genomics 
data for crafting polygenic risk scores…..

Why?

- Standard ML methods applied 
- Data was not used and modelled effectively

ML in genomics – success or failure?

Polygenic risk scores – can ML help?
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Self-
Supervised 

Learning

Semi-
Supervised

Learning

Data was not used and modelled effectively

Labeled data is limited 
(and often expensive!)

Using unlabeled data therefore critical!
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Self-supervision to the rescue!

Two-step training process:
▪ Pre-train on unlabeled data
▪ Fine-tune on labeled data 

Labeled 
data

ModelSupervised 
Learning

Unlabeled 
data

Labeled 
data

Transfer

Model

Model



Genomics – Opportunities and Challenges

Healthcare data (clinical, genomics) - tabular data

Other data types have explicit structure, e.g.
▪ Images: Spatial structure
▪ Language: Semantic structure

Tabular data has no explicit structure
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VIME (Yoon, Zhang, Jordon, vdS, NeurIPS 2020)
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Specialized to tabular data

Novel self- and semi-supervised 
learning framework



VIME (Yoon, Zhang, Jordon, vdS, NeurIPS 2020)

Self-supervised pretext tasks 
for tabular data:
▪ Feature vector estimation
▪ Mask vector estimation

Masking process used as a 
data augmentation technique 
for semi-supervised learning
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VIME (NeurIPS 2020) – Illustrative application
Genome-wide polygenic 
risk scoring

▪ Task: predict blood 
cell traits from SNPs

▪ ML outperforms 
statistical methods 
across all different 
predictive tasks 
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Beyond prediction to discovery
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Embedded
feature selection
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Challenges

Limited data

▪ Lack of labeled data increases risk 
of overfitting spurious relations

 Self-supervised pre-training

Intra-feature correlation

▪ Features are often correlated
▪ This can confound feature selection
 Correlated gate vector generation
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Intra-feature correlations in a 
proteomics dataset

X2

X1

Y



Problem Formulation

• Embedded feature selection - select a subset of features relevant for target prediction as part of 
model selection

‒ where                                
‒ Binary gate vector 𝐦𝐦 = 𝑚𝑚1,⋯ ,𝑚𝑚𝑝𝑝 ∈ 0, 1 𝑝𝑝

we implement 𝑓𝑓 as 
a neural network

cross-entropy or 
Euclidean distance

(1) 
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Problem Formulation
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• Embedded feature selection - select a subset of features relevant for target prediction as part of 
model selection

‒ where                                
‒ Binary gate vector 𝐦𝐦 = 𝑚𝑚1,⋯ ,𝑚𝑚𝑝𝑝 ∈ 0, 1 𝑝𝑝

we implement 𝑓𝑓 as 
a neural network

cross-entropy or 
Euclidean distance

(1) 

• Challenges:
1. Inter-correlation or multicollinearity          Correlated gate vector generation
2. Absence of sufficient labeled samples     Self-supervised pre-training



Self-supervision Enhanced Feature Selection (SEFS) 
[Lee, Imrie, vdS, 2021]

Self-Supervision Phase
▪ Fix selection probabilities
▪ Train encoder with unlabeled data

Supervision Phase
▪ Fix encoder
▪ Train feature selection probabilities
▪ Train predictor with labeled data
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Self-Supervision Phase

Supervision Phase



Self-Supervision Phase

• Two pretext tasks motivated by our VIME framework (NeurIPS 2020)

• The two pretext tasks that are jointly solved are:
‒ Feature vector estimation: 

 Reconstruct the original input based on a randomly selected subset of input features
‒ Gate vector estimation:

 Estimate which features are selected and which feature are not based on the subset

Gate vector 
estimation

Feature vector 
estimation
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Self-Supervision Phase

• Two pretext tasks motivated by VIME

• The two pretext tasks that are jointly solved are:
‒ Feature vector estimation: 

 Reconstruct the original input based on a randomly selected subset of input features
‒ Gate vector estimation:

 Estimate which features are selected and which feature are not based on the subset

• Why pre-training can be helpful?
‒ The pretext tasks directly mirror the Supervision Phase: utilize selected feature subsets.
‒ The encoder can produce a better representations of partial feature sets  benefits feature selection

Gate vector 
estimation

Feature vector 
estimation
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Multivariate Masking Process

vanderschaar-lab.com

Existing Methods

Proposed Solution

Self-supervision Enhanced Feature Selection (SEFS) 
[Lee, Imrie, vdS, 2021]



Supervision Phase

• The feature selection objective (1) involves a sampling process.
• To make the objective differentiable, we use a reparameterization trick [Wang and Yin; UAI 21] to 

generate relaxed gate vectors from multivariate Bernoulli distribution:

‒ Here, the selection probability 𝛑𝛑 = 𝜋𝜋1,⋯ ,𝜋𝜋𝑝𝑝 ∈ 0,1 𝑝𝑝 governs the gate vector generation.

• Under continuous relaxation, we learn the selection probability 𝛑𝛑 and the prediction model 𝑓𝑓 :

𝑓𝑓 ≝ 𝑓𝑓𝜙𝜙 ∘ 𝑓𝑓𝜃𝜃
sparsity constraint



Correlated Gate Vector Generation

• Generate gate vectors that transfer the “correlation structure” of the input features during both the 
self-supervision and supervision phases.

• To this goal, we draw gate vectors from multivariate Bernoulli distribution which can be achieved 
by utilizing a Gaussian copula 𝐶𝐶𝐑𝐑 based on the pre-computed correlation matrix 𝐑𝐑



Correlated Gate Vector Generation

During Self-Supervision Phase

• Generate gate vectors that transfer the “correlation structure” of the input features during both the 
self-supervision and supervision phases.

• To this goal, we draw gate vectors from multivariate Bernoulli distribution which can be achieved 
by utilizing a Gaussian copula 𝐶𝐶𝐑𝐑 based on the pre-computed correlation matrix 𝐑𝐑



Correlated Gate Vector Generation

During Supervision Phase

• Generate gate vectors that transfer the “correlation structure” of the input features during both the 
self-supervision and supervision phases.

• To this goal, we draw gate vectors from multivariate Bernoulli distribution which can be achieved 
by utilizing a Gaussian copula 𝐶𝐶𝐑𝐑 based on the pre-computed correlation matrix 𝐑𝐑



Experiment Results: CCLE – Proteomics
• Feature selection for predicting drug sensitivity on CCLE dataset

• Contains 899 cancer cell lines (458 labeled) described by 𝑝𝑝 = 196 RPPA expressions

• Integrate the RPPA measurements on 7,329 samples from the TCGA dataset (using 
self-supervision!)

Correlation structure

Ranking of the averaged prediction performance with |S| = 10 
discovered features across different drugs in the CCLE dataset. 
(Lower is better.)



Application: Transcriptomics & Proteomics
Transcriptomics

PBMC dataset
▪ Distinguishing sub-populations of T-cells
▪ Predictive performance of top 20 features 

selected by each method
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Proteomics

CCLE dataset
▪ Response of cancer cell lines to different drugs
▪ Panobinostat (HDAC inhibitor) results shown
▪ Features in blue only discovered with self-

supervision.



Beyond prediction
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Genomics +
Clinical Data

Personalized 
Medicine

Patient stratification
Disease risk prediction

New 
Therapeutics

Biomarker discovery
Drug discovery

3. Omics integration



Multi-omics data integration

• More comprehensive understanding of biological systems
• Improved prediction of outcomes of interests (e.g., disease traits, drug responses)
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Multi-omics data integration – Technical Challenges

Complex Interactions
• Integration of information within and across 

observed omics

Incomplete Observations
• Observations with various omics-missing 

patterns
• No information loss and distortion

Cost Efficiency
• Value of incorporating each omics 

observation is unknown

• Three technical challenges:
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patterns
• No information loss and distortion

Cost Efficiency
• Value of incorporating each omics 

observation is unknown

• Three technical challenges:

vanderschaar-lab.com



Incomplete Multi-View Problem

• We define multi-omics data integration as an incomplete multi-view problem.
‒ 𝑥𝑥𝑣𝑣 ∈ 𝒳𝒳𝑣𝑣: input feature from the 𝑣𝑣-th view

 missing if 𝑥𝑥𝑣𝑣 = ∅
‒ 𝑦𝑦 ∈ 𝒴𝒴: output label
‒ 𝒱𝒱 = {𝑣𝑣: 𝑥𝑥𝑣𝑣 ≠ ∅}: the view-missing pattern
‒ �𝐱𝐱 = (𝑥𝑥𝑣𝑣: 𝑣𝑣 ∈ 𝒱𝒱): the multi-view observation

 �𝐱𝐱 is complete if 𝒱𝒱 = [V] and incomplete if 𝒱𝒱 ⊂ [V]

• Incomplete multi-view problem:
A supervised learning problem of predicting target 𝑦𝑦 for a new multi-view observation �𝐱𝐱
with an arbitrary view-missing pattern

each view = each omics observation
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DeepIMV: A Variational Information Bottleneck Approach 
to Multi-Omics Data Integration (Lee, Schaar, AISTATS ‘21)
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DeepIMV: PoE and IB approaches

Joint posteriors:

Marginal posteriors

Product-of-Experts (PoE) 

Target outcome 𝑌𝑌

Info in 𝑋𝑋

Info in 𝑍𝑍

Information
Bottleneckcompressed

Only integrates 
available views!

Information Bottleneck (IB)



DeepIMV: PoE and IB approaches

• Product-of-Experts (PoE) + Information Bottleneck (IB)
‒ PoE flexibly integrates view-specific representations with arbitrary view-missing patterns



DeepIMV: PoE and IB approaches

• Product-of-Experts (PoE) + Information Bottleneck (IB)
‒ PoE flexibly integrates view-specific representations with arbitrary view-missing patterns
‒ IB encourages each individual expert 1) to learn task-relevant representations

2) to build view-specific expertise faithfully



Comparison to MOFA

DeepIMV
• Supervised  prediction
• Interactions relevant to the target outcome

MOFA / MOFA+
• Unsupervised  reconstruction
• Interactions across different modalities



Experiment Results – TCGA

• DeepIMV better integrates incomplete multiple views

Table: Comparison of AUROC performance. 
Complete vs incomplete multi-omics observations are used for training. Various omics-missing patterns are 

used.

View #1 mRNA expression
(missing rate: 0.10)

View #2 DNA methylation
(missing rate: 0.24)

View #3 microRNA expression
(missing rate: 0.13)

View #4 RPPA
(missing rate: 0.74)

Table: View information• TCGA Dataset (https://www.cancer.gov/tcga)
‒ Goal: analyze 1-year mortality based on multi-omics observations 
‒ 7,295 samples (45% have at least omics observation missing)



Experiment Results – TCGA

• DeepIMV can suggest which view should not be measured for cost-efficient predictions

more discriminative

With complete observations With incomplete observations

almost achieves the same 
representations with 

incomplete omics 
observations

Figure: Comparison of PCA projections. Complete vs incomplete multi-omics observations

𝒱𝒱 = {1} 𝒱𝒱 = {2} 𝒱𝒱 = {3} 𝒱𝒱 = {4} 𝒱𝒱 = {1,2,3} 𝒱𝒱 = 1,2,3,4

0.319 0.506 0.487 0.157 0.553 0.562𝐼𝐼 𝑌𝑌; (𝑍𝑍𝑣𝑣:𝑣𝑣 ∈ 𝒱𝒱)



A revolution in medicine is happening! Join us
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