
AAAI Lab for Innovative Uses of Synthetic Data

Mihaela van der Schaar, 1 2 3 Zhaozhi Qian 1

1 University of Cambridge 2 UCLA 3 The Alan Turing Institute
mv472@cam.ac.uk, zhaozhi.qian@maths.cam.ac.uk

Abstract

One of the biggest barriers to AI adoption is the difficulty
to access high quality training data. Synthetic data has been
widely recognized as a viable solution to this problem. It al-
lows sharing, augmenting and de-biasing data for building
performant and socially responsible AI algorithms. However,
despite the significant progress in the theory and algorithm,
the community still lacks a unified software that enables prac-
tical data sharing and access with synthetic data. This lab
aims to bridge this gap by introducing synthcity, an open
source Python library that implements an array of cutting
edge synthetic data generators to address the problems of data
scarcity, privacy, and bias. The lab will focus on tabular data
generation due to its commonality in various applications.
The lab features three case studies with synthcity to il-
lustrate the innovative uses of synthetic data: (1) use privacy-
preserving synthetic data to substitute sensitive data for train-
ing AI systems, (2) use synthetic data to de-bias training data
and promote fairness for training AI analytics, and (3) use
synthetic data to augment the available training data in do-
mains where data is scarce, difficult to acquire or costly by
leveraging data from multiple other sources (i.e. multi-source
learning). These case studies correspond to the three main
modules of synthcity (the privacy, fairness, and augmen-
tation modules). The participants will gather hands-on expe-
rience in using synthcity to address common challenges
associated with generating synthetic data as well as using the
generated synthetic data for training various machine learning
models. They will also gain a deeper knowledge of the theory,
algorithms, best practices as well as limitations of synthetic
data generation. We hope that this lab will prepare the AI re-
searchers and practitioners for using synthetic data tools in
real applications. It will also facilitate research in this area by
providing a suite of strong baseline methods.

Background and history
Access to high quality data is the lifeblood of AI. Although
AI holds strong promise in numerous high-stakes domains,
the lack of high-quality datasets creates a significant hur-
dle for the development of AI, leading to missed opportu-
nities. Specifically, three prominent issues contribute to this
challenge: data scarcity, privacy, and bias (Mehrabi et al.
2021; Gianfrancesco et al. 2018). As a result, the dataset

Copyright © 2023, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

may not be available, accessible, or suitable for building per-
formant and socially responsible AI systems (Sambasivan
et al. 2021).

Synthetic data has the potential to fuel the development
of AI by unleashing the information in datasets that are
small, sensitive and biased. This topic has recently achieved
much excitement and attention in the AI community, which
led to the proposal of many novel methodologies (Jordon,
Yoon, and Van Der Schaar 2018; Yoon, Drumright, and Van
Der Schaar 2020; Ho et al. 2021; Mehrabi et al. 2021; van
Breugel et al. 2021; Zhu et al. 2017; Yoon, Jordon, and
Schaar 2018; Saxena and Cao 2021). In contrast to tradi-
tional generative models, whose sole objective is to learn the
distribution of the input data, the new class of generators are
designed to produce high-fidelity synthetic data while sat-
isfying additional constraints and properties, such as differ-
ential privacy (Dwork 2008), counterfactual fairness (Kus-
ner et al. 2017), and causal invariances (Pearl 2009). Train-
ing downstream AI algorithms on the synthetic data would
imbue them with these desirable properties, thereby provid-
ing better privacy, fairness, and performance in multi-source
regime.

Synthetic data has been the topic of several work-
shops and tutorials at top AI conferences recently (see the
[1][2][3][4] below). These events have focused on introduc-
ing the concept and formalism as well as providing a venue
for cross fertilization of ideas. However, despite their suc-
cess, we believe that extra steps are still much needed for
the community to further develop and adopt synthetic data
technology. Specifically, we need to provide the AI com-
munity with a practical hands-on approach and best prac-
tices for generating synthetic data for various use cases. The
proposed AAAI lab will be the first to introduce a software
ecosystem for validating, building and using synthetic data.
The software which we will provide will be open-source and
implements a host of cutting-edge generators with a unified
and user-friendly interface to address data scarcity, privacy,
and fairness issues. This would allow the participants to gain
a comprehensive understanding of the methodology by ex-
perimenting in a large variety of settings and AI analytics
tasks.

• Neurips 2022 Workshop on Synthetic Data for Empow-
ering ML Research [Link]. Expecting around 200 partic-
ipants.

https://nips.cc/Conferences/2022/Schedule?showEvent=50016


• ICLR 2021 Workshop on Synthetic Data Generation:
Quality, Privacy, Bias [Link]. Around 150 participants.

• ICML 2021 Tutorial on Synthetic Healthcare Data Gen-
eration and Assessment [Link]. Around 150 participants.

• NeurIPS 2020 Competition on Hide-and-Seek Privacy
Challenge [Link]. Around 50 competing teams.

Goal of the lab
The primary objectives of this lab are:

• Presenting synthetic data as a viable solution to the com-
mon problems of data scarcity, privacy-preserving data
sharing, and bias through case studies in healthcare, edu-
cation and finance.

• Familiarizing the participants with synthcity1, an
open-source Python library that offers an array of
cutting-edge synthetic data generators designed to solve
the use cases discussed above.

• Familiarizing the participants with the best practices in
synthetic data generation, e.g. pre-processing, initializa-
tion and hyper-parameter tuning.

• Encouraging the participants to use synthetic data to
build analytics for a variety of real applications.

• Building interest in the community to contribute to the
future development of synthcity and synthetic data
methodologies in general.

• Providing a set of well-implemented SOTA benchmarks
for future research and competitions in synthetic data.

To achieve these goals, the lab will feature three case stud-
ies, each focusing on one innovative use of synthetic data
(among privacy, fairness, and multi-source learning). We be-
lieve that the lab is the right format because it would allow
us to showcase the synthcity library via real-world case
studies with hands-on components as detailed in the next
section.

Lab content
The lab will be a half-day event with the following agenda
(3 hours, 30 minutes, plus 30-minute break in total).

Introduction (30 min)
We will start the lab with a brief introduction on synthetic
data. Here we introduce the mathematical formalism and no-
tations that will be used throughout the lab as well as com-
mon families of generative models. Then, we will discuss the
three challenges of AI (privacy, fairness, and multi-source
learning) and transit to the three case studies.

Case study 1: Synthetic data for transferring and
accessing sensitive data (1 hour)
We will use a real-world case study to illustrate how syn-
thetic data can be used to substitute sensitive real data for
training AI systems. Specifically, we will consider an ex-
ample case where a medical data owner (e.g. public health

1synthcity is currently in a closed beta test. It will be avail-
able to the public in December 2022.

service) would like to share sensitive patient records to an
external party (e.g. an AI lab) in order to train an AI system
for clinical prognostics. Instead of releasing the sensitive
real data, the data owner may train a generative model with
privacy-preserving properties and transfer a high-fidelity
synthetic dataset to the external party.

The participants will start a hands-on session to use the
privacy module in synthcity. They will train and explore
three families of privacy-preserving generative models, i.e.
PATE-GAN (Jordon, Yoon, and Van Der Schaar 2018), DP-
GAN (Abadi et al. 2016), and PrivBayes (Zhang et al. 2017),
with different privacy budgets. They will then generate three
synthetic datasets using the trained models. The participants
will learn the software interface, the underlying algorithms,
and their expected behavior along with a set of heuristics for
improving training. The exercise will also familiarize them
with the standard workflow of synthetic data-based private
data transfer.

Next, we move on to synthetic data evaluation. We will
point out that synthetic data needs to be evaluated on two
separate aspects: privacy preservation and utility for down-
stream tasks, i.e. the performance of the AI system trained
on the synthetic data. Through this exercise, we would like
to convey the important trade-off between privacy and utility
(Sohail 2021). The participants will also learn to compare
the three privacy-preserving generative models and their
characteristics.

We highlight that this case study will only use publicly
available real-world medical datasets as illustrative exam-
ples of the sensitive data being transferred.

There will be a 30 min break after this case study.

Case study 2: Synthetic data for removing biases in
the training data (1 hour)
In this case study, we will demonstrate how synthetic data
can help promote fairness in AI by removing biases in the
training data (Jang, Zheng, and Wang 2021). We will walk
through a real-world example of training an AI system for
clinical decision support (i.e. issuing treatment recommen-
dations). This example will expose two major sources of bias
that hamper AI fairness: the under-representation bias and
the spurious correlation bias. The participants will finish this
case study with an increased awareness of the biases pre-
sented in training data as well as a better knowledge of the
fairness module of synthcity which can mitigate these
biases.

We start by introducing the under-representation bias
(Ntoutsi et al. 2020; Barocas and Selbst 2016). The par-
ticipants will explore the real-world training data and find
that the ethical minorities are often under-represented in
the data compared to the general population (e.g. as re-
ported by the census). As a remedy, the participants will then
use synthcity to train a conditional generative model,
i.e. CT-GAN (Xu et al. 2019), and augment the under-
represented groups. After that, the participants will evalu-
ate and compare the AI systems trained on the synthetically
augmented data and the original biased data. They will also
evaluate the alternative debiasing methods such as weighting
and under(over)-sampling. Through this exercise, we show

https://iclr.cc/virtual/2021/workshop/2125
https://icml.cc/virtual/2021/tutorial/10846
https://neurips.cc/Conferences/2020/CompetitionTrack


that the under-representation bias leads to sub-optimal de-
cisions whereas synthetic data augmentation fixes this issue
and promotes fairness in the system.

We then move on to discuss the more subtle bias caused
by spurious correlation (Kusner et al. 2017; Chiappa 2019).
Specifically, we will ask the participants to calculate the fre-
quency of obtaining treatments for different ethical groups.
We show that the historical treatment decisions are spuri-
ously correlated with ethnicity, reflecting the existing bias.
The participants will then use the DECAF algorithm avail-
able in synthcity to generate a synthetic dataset with
the spurious correlation removed (van Breugel et al. 2021).
Through this exercise, participants will better understand
the theory and practice of removing spurious correlations
via synthetic data. Finally, we show that the downstream AI
systems trained on the de-biased data will no longer assign
fewer treatments for the minority groups on average, demon-
strably improving fairness.

Case study 3: Synthetic data for learning from
multiple data sources (1 hour)
We consider one particular scenario of small sample learn-
ing, which relates to multi-source learning (Crammer,
Kearns, and Wortman 2008; Shu, Xu, and Meng 2018). We
will use a real-world case study to illustrate the common
case where multiple small datasets are available while we
are primarily interested in the performance on one dataset
(the target dataset). This means that the rest of the datasets
cannot be directly used for training because of the distribu-
tion shift and the potential mismatch of features. We will
work with partners from medical research, Pharma, finance
and education to donate datasets for use.

Through this case study, the participants will learn the
practical workflow of using synthetic data for learning from
multiple sources of data. The participants will first use
synthcity to train a RadialGAN generator on all datasets
(Yoon, Jordon, and Schaar 2018). The algorithm learns to
translate from one dataset to another, which allows it to ef-
fectively enlarge the small target dataset, and lead to better
downstream predictive models (Choi et al. 2018). We will
familiarize the participants with the key hyperparameters,
the software interface, and utility tools to monitor training.

The participants will then generate synthetic data in the
target domain and evaluate whether they are similar to the
real target data in distribution. After that, the participants
will evaluate AI systems trained on the small training data
and the synthetically augmented data. This exercise will il-
lustrate the value of synthetic data in learning from multiple
data sources.

Participation
Target audience
Our target audience comprises the following groups:
• Researchers and prospective graduate students and in-

dustry with interest in synthetic data.
• AI practitioners who are keen to address the issues of

data scarcity, privacy, and fairness with the goal of build-
ing better and more socially responsible AI.

• Data owners who are interested in finding solutions for
data sharing and de-biasing.

• Open source community who are interested in contribut-
ing to the cutting edge software library for synthetic data
generation.

We are expecting an audience with diverse backgrounds
because accessing and sharing high quality data is one of
the biggest barriers for developing AI in numerous appli-
cation domains: tech, finance, healthcare, education, and
even criminal justice. The synthcity library provides a
one stop shop to address the fundamental problems of data
scarcity, privacy, and fairness. It can help break the data
lockjam and facilitate AI applications.

At the same time, the lab would also attract the research
communities in generative models, privacy, fairness, and
multi-source learning due to the multidisciplinary nature of
synthetic data.

Tools and logistics
We will use Google Colab to facilitate the lab. Colab is
a Jupyter notebook based runtime environment that allows
users to train and evaluate AI systems entirely on the cloud.
We will provide the participants with self-contained Jupyter
notebooks that are runnable in Colab. The notebooks are
pre-configured to include all required dependencies, which
are open source and available on pip. They also contain
publicly-licensed datasets for the case studies.

We believe that this would significantly simplify the lab
setup. The participants do not need to download or install
anything on their local machines. They only need to sign up
for Colab (the free tier is sufficient) and bring a laptop with a
modern browser. We have recruited two engineers, who are
experts in Colab and Jupyter, to support the lab. The AAAI
organizers need to provide stable internet connections and
working AV facilities.

Estimated number of participants
We expect that we will attract around 300 participants based
on prior participation.

Prerequisite knowledge
We assume that the participants are familiar with Python
and standard data science libraries (e.g. Numpy and Scikit-
learn). We will provide resources for generative models, data
privacy, and AI fairness. Hence, the participants are not ex-
pected to have deep knowledge in any of these areas. The
lab is designed for participants from all application domains
(not only healthcare, finance and education), and no domain
knowledge is needed.
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