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l. The Question

There is growing evidence that the use of Al tools is associated with a narrowing of the
diversity of scientific inquiry* °. This effect may largely reflect changing research
incentives. For example, researchers may increasingly focus on problems where Al
methods are most effective, such as areas with abundant data. That explanation is
plausible, but this paper addresses a different and more far-reaching question about Al:
whether artificial intelligence systems in general, and large language models (LLMs) in
particular, possess the creative capabilities required to generate genuinely new
directions of inquiry or to challenge the assumptions and framings that define existing
problems. This question extends beyond scientific discovery. If such limitations exist,
they may also constrain the use of Al in other complex domains such as business, policy,
and technological innovation, where progress often depends on questioning existing
frameworks rather than finding new solutions within them.

To investigate this possibility, we focus in this paper not on diversity of outputs alone but
on the creative capabilities that generate new approaches and problem framings. We
draw on Margaret Boden’s distinction between three forms of creativity: combinational,
exploratory, and transformational®. We will define these categories more fully in the next
section. In summary, we suggest that Al models can recombine existing ideas and
explore deeply possible solutions to a defined problem. However, without further
capabilities, they struggle with transformational creativity—the ability to revise the
problem formulation itself.

Understanding why this limitation arises is one aim of this paper. By analysing the training
objectives and optimisation dynamics of modern Al systems, we identify structural

Ln this paper, “creativity” does not refer to artistic, aesthetic, or expressive creativity, but to creativity in
problem solving, scientific discovery and modelling.

2| am grateful to Andrew Rashbass for his contribution to this white paper.
3 This piece was developed through extended structured dialogue between the author and a large language

model. The model was used as a tool for clarification, formalisation, counterargument, and compression of
ideas. The central claims and argumentative direction are the author’s. The method of production forms part of
the subject of the argument.

4 Hao, Q., Xu, F, Li, Y. et al. Artificial intelligence tools expand scientists’ impact but contract science’s

focus. Nature 649, 1237—-1243 (2026). https://doi.org/10.1038/s41586-025-09922-y

*Traberg, C.S., Roozenbeek, J. & van der Linden, S. Al is turning research into a scientific monoculture. Commun
Psychol 4, 37 (2026). https://doi.org/10.1038/s44271-026-00428-5

5 Boden, M. A. (2014). Creativity and artificial intelligence. In E. S. Paul & S. B. Kaufman (Eds.), The Philosophy of
Creativity). Oxford University Press.
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reasons why transformational creativity does not naturally emerge. Secondly, we then
suggest approaches that may introduce the conditions required for transformational
creativity.

Il. Creativity and Its Forms

As we stated above, Margaret Boden’ distinguished three kinds of creativity:
o Combinational
e Exploratory
e Transformational

This distinction clarifies where current LLMs succeed and where they tend to stop short.
Before we discuss creativity in more detail, let us start with a few definitions which will
allow us to differentiate among the three forms of creativity more precisely.

We define a problem formulation as the specification of how a task is represented for
computation, including its variables®, objectives, constraints, and evaluation criteria,
thereby determining which hypotheses can be expressed and evaluated.

We define a hypothesis as a candidate explanation, a candidate formal model®, or
candidate solution to a problem.

We define a hypothesis class as the set of hypotheses that can be expressed and
evaluated under a fixed problem formulation, namely a fixed choice of variables,
objectives, constraints, and modelling assumptions.

We define a representational regime as a specific problem formulation that determines
how a problem is represented. It specifies the variables, objectives, constraints, and
modelling assumptions that define which hypotheses can be expressed, and therefore
determines the corresponding hypothesis class. We define a space of representational
regimes as the set of alternative problem formulations that can be adopted to solve a
higher-level or more abstract version of the problem. Moving to different representational
regimes enables different problem formulations and therefore changes the
corresponding hypothesis class.

7 Op. cit.

8 By variables we mean observed and latent quantities. Observed quantities refer to inputs, measurements, or
data specified by the problem formulation. Latent quantities refer to unobserved variables introduced within
the formulation to represent structure, dependencies, or underlying processes not directly captured by the
observed data.

9 A formal model is a parametrised or structured mapping that specifies how inputs (e.g. observations,
instructions and constraints) are transformed into outputs (e.g. predictions, explanations, or decisions) under a
given problem formulation. It is the computational realisation of a hypothesis and defines how that hypothesis
is expressed and evaluated.



Combinational Creativity

Combinational creativity operates at the level of individual hypotheses within a fixed
hypothesis class. It generates new hypotheses by recombining elements within the same
problem formulation, without introducing or removing variables, objectives, constraints,
or modelling assumptions that define that formulation. For example, it may combine
familiar components in novel ways: a film that blends a courtroom drama with science
fiction; a recipe that merges Korean flavours with Italian pasta; a product that integrates
social networking with personal finance; or a study that combines genomic
measurements with transcriptomic profiles to reveal new biological insights. The novelty
lies in producing new combinations within the existing set of legitimately expressible
hypotheses, rather than in expanding or reducing that set.

LLMs excel here. They can recombine learned patterns fluently and coherently.
Exploratory Creativity

Likewise exploratory creativity operates within a fixed hypothesis class. It searches more
deeply through the hypotheses permitted by a given problem formulation in order to
identify low-probability hypotheses that the class already allows. For example, it may
involve an unusual but valid chess sacrifice, a new theorem proved within established
axioms, arare but consistent musical progression, or inferring a previously unknown gene
regulatory structure within an established biological framework. In all cases, the problem
formulation and therefore the representational regime and the corresponding hypothesis
class remains unchanged. The creativity lies in reaching less likely regions of the existing
hypothesis class.

LLMs can often perform well on this type of task because it requires further exploration
within an already well-explored structure rather than revision of that structure. When
prompted to solve novel logic puzzles, generate unfamiliar but rule-consistent code, or
extend a mathematical pattern, they frequently explore within a known structure
effectively.

The outputs from these first two types of creativity (combinational and exploratory) may
be unlikely, but remain within the current problem formulation. They involve generating
and selecting hypotheses within a fixed hypothesis class, and reflect the deployment of
learned abstractions, rather than the introduction of new ones.

Transformational Creativity

Transformational creativity operates at the level of the representationalregime. It revises
the problem formulation by altering the variables, objectives, constraints, or modelling
assumptions that define the current regime. As a result, the representational regime
changes, which changes the corresponding hypothesis class. This enables the system to
access hypotheses that were not expressible under the previous formulation.
Transformational creativity therefore consists in changing the problem formulation itself
to find valuable and previously unavailable hypotheses, rather than searching within a
fixed formulation.



Transformational creativity can occur at different levels of the problem formulation,
depending on which elements are revised. At a relatively shallow level, it may involve
objective revision, where the objective is changed while the variables, constraints, and
modelling assumptions remain fixed. At a deeper level, it may involve variable or
representational revision, where the entities used to describe the problem are modified,
including changes in the level of abstraction at which the problem is formulated.. It may
also involve constraint revision, where previously fixed constraints are changed, relaxed,
tightened, or redefined.

At the deepest level, transformational creativity involves modelling-assumption revision,
where the assumptions that structure the problem are altered. This may include
changing the unit of analysis, the temporal structure of the problem, the interaction
structure between variables, the causal assumptions relating them, the system
boundary, or the class of admissible models. For example, a problem may be
reformulated from static to dynamic, from predictive to causal, from independent to
networked, or from single-agent to multi-agent. Such changes alter how the problem
itself is represented, and therefore changes the corresponding representational regime
and hypothesis class. At the extreme end of this spectrum, such revisions appear as
foundational shifts that redefine an entire field. Non-Euclidean geometry revised Euclid,
quantum mechanics replaced classical determinism, and atonality abandoned tonal
hierarchy. These were not deeper searches within accepted rules; they replaced the
rules.

Biology provides similar examples of representational change. The discovery of the
genetic code reframed inheritance as an information-processing system; epigenetics
introduced a new layer of regulation beyond DNA sequence; immune checkpoint biology
reshaped the understanding of immune control and enabled modern immunotherapy.
These advances did not arise from refining existing models but from introducing new
variables or modelling assumptions.

But transformational creativity is not confined to such foundational shifts. It appears
whenever refinement within a given framing fails to achieve a higher-order objective.
Consider a hospital struggling with long waiting times. If the problem is framed as
“optimise staffing and scheduling,” improvement will focus on rota design and resource
allocation. When such refinements reach diminishing returns, progress may require
reorganising care delivery itself—redefining intake, triage, or service structure. The
creativity lies not in tuning the system but in revising the problem formulation. The same
pattern appears in business. A firm facing declining margins may first optimise pricing,
marketing, and cost control. When these plateau, survival may require redefining what
the firm is and does. The shiftis structural.

Transformational creativity therefore has three defining features:
1. It revises the problem formulation by altering the variables, objectives,

constraints, or modelling assumptions that define the current representational
regime, thereby changing the corresponding hypothesis class.



2. It enables improved performance with respect to a higher-order objective that
cannot be achieved efficiently within the existing formulation.

3. It becomes necessary when further refinement or exploration within the current
hypothesis class yields diminishing returns.

Transformational creativity is not arbitrary novelty. It is the revision of the problem
formulation in the service of a higher-level or more abstract objective.

To make the distinction concrete, consider again the difference between exploratory and
transformational creativity. Suppose the problem is posed broadly—for example,
“generate all possible ways to reduce waiting times.” In this case, options such as
redefining intake procedures, triage protocols, or service structures may still fall within
the current problem formulation. Selecting among these options therefore remains
exploratory rather than transformational. The system is searching more broadly within
the corresponding hypothesis class, but it is still operating within the same
representational regime. The variables, objectives, constraints, and modelling
assumptions that define the problem formulation remain unchanged.

Transformational creativity begins when the problem formulation itself becomes subject
to revision. This occurs when the variables, objectives, constraints, or modelling
assumptions that define the formulation are no longer treated as fixed, but are
reconsidered as part of the problem. Revising these elements changes the problem
formulation, and therefore changes the representational regime and the corresponding
hypothesis class, rather than merely expanding the search within the existing one.

In the healthcare example, asking a system to “generate all possible ways to reduce
waiting times” already fixes key elements of the problem formulation: the objective is
defined in terms of waiting time, care is assumed to be organised around hospital-based
services, and constraints such as budget orimplementation timelines are taken as given.
Exploratory creativity operates within this formulation by searching over the hypothesis
classitdefines. Transformational creativity arises only when these defining elements are
themselves revised—for example, by changing the objective (e.g. from waiting time to
long-term patient outcomes), introducing different variables (e.g. community-based
care pathways), or altering the constraints or modelling assumptions. Such changes
correspond to moving to a different representational regime, and therefore to a different
hypothesis class.

This distinction should not be confused with resolving ambiguity or selecting among
alternative interpretations of a poorly-specified problem. Resolving ambiguity may
require exploratory creativity, but it still operates within a fixed problem formulation
(even if that formulation is not fully known at that point) and therefore within a fixed
representational regime and hypothesis class. Transformational creativity arises only
when the problem formulation itself becomes part of the problem, requiring the system
to consider alternative formulations that redefine what counts as a valid hypothesis. It is
the capacity to revise the formulation when further refinement or exploration within the
existing hypothesis class is no longer sufficient.



Transformational creativity therefore underpins open-ended progress. In science,
business, and institutions, systems that cannot revise their problem formulations
eventually stagnate: refinement continues, but the hypothesis class remains fixed, and
the range of achievable solutions becomes increasingly constrained. Sustained progress
requires periodic revision of the problem formulation.

We have seen extraordinary leaps in the capabilities of LLMs over the past three or four
years. We believe, when the reasons for the emergence of those capabilities are
understood, it becomes clear why transformational creativity will probably not emerge in
the same way. (We discuss the emergence of LLM intelligence in the Appendix to draw a
parallel as to why transformational creativity may not follow the same pattern).

lll. What Transformational Creativity Would Require

Transformational creativity becomes necessary when further progress cannot be
obtained efficiently within the hypothesis class defined by the current representational
regime. This occurs when both refinement (improving solutions under the current
formulation) and exploration (searching more broadly within that formulation) exhibit
diminishing returns. In practice, improvements become smaller and more costly,
solutions rely on increasingly ad hoc adjustments, and additional effort yields limited
gains.

Under these conditions, progress requires revising the problem formulation itself. This,
in turn, requires a repeatable mechanism for changing the representational regime and
thereby altering the corresponding hypothesis class. Transformational creativity
depends on an ongoing capacity to generate alternative formulations, evaluate them,
and adopt a revised representational regime when it yields a superior overall trade-off—
even if this entails temporary degradation under the previous formulation.

Five functional capabilities are required for such revision:

e Formulation generation: the ability to propose alternative problem formulations.

e Formulation maintenance: the ability to sustain multiple alternative
formulations over time, preventing premature convergence.

e Revision tolerance: the ability to traverse temporary decreases in performance
while a new formulation is being developed.

e Meta-evaluation: an evaluation process capable of comparing alternative
problem formulations, rather than only comparing hypotheses within a single
formulation.

e Reorganisation capacity: mechanisms that allow modification of variables,
objectives, constraints, or modelling assumptions, rather than merely tuning
parameters within a fixed formulation.

These capabilities are jointly necessary and sufficient for transformational creativity
under the definitions introduced above. They are necessary because each addresses a
distinct failure mode that would otherwise prevent representational revision. Without



formulation generation, no alternative problem formulations—and hence no alternative
representational regimes—can be proposed. Without formulation maintenance,
alternative formulations collapse prematurely, preventing comparison across regimes.
Without revision tolerance, candidate formulations thatinitially perform worse under the
current objective are eliminated before their potential can be realised. Without meta-
evaluation, the system cannot compare competing formulations at the level of problem
formulation, and therefore cannot select between representational regimes. Without
reorganisation capacity, even a preferred formulation cannot be instantiated, as the
system lacks the ability to modify the variables, objectives, constraints, or modelling
assumptions that define the regime. These capabilities are also collectively sufficientin
the following sense. Together they define a closed loop over the space of
representational regimes: alternative formulations can be generated, sustained long
enough to be evaluated, compared according to their performance or explanatory
adequacy, and adopted through structural modification of the problem formulation. This
loop enables transitions between representational regimes and therefore changes in the
corresponding hypothesis class.

Importantly, if the system is not assumed to be in a state of constant "active inference," a
sixth requirement is necessary: Endogenous Initiation. This involves a "metacognitive
trigger"—a mechanism capable of monitoring the efficiency of the current
representational regime and autonomously deciding when to break the current framing.
Without this initiation capacity, even a system capable of reorganization remains a
"latent" creator, requiring an exogenous prompt to begin the process of transformation.
Together, these capabilities form a closed-loop architecture that moves the system from
mere search within a hypothesis class to the active, autonomous transformation of the
class itself.

These requirements also imply a corresponding criterion for evaluation. Transformational
creativity cannot be established from outputs alone, as novel outputs may still arise from
exploration within a fixed hypothesis class. Instead, it must be demonstrated at the level
of representational change. In particular, evidence requires showing (i) an explicit
transition between problem formulations that induces a change in the representational
regime and the corresponding hypothesis class, (ii) a measurable improvement with
respect to a higher-order objective that could not be efficiently achieved under the
original formulation, and (iii) that this improvement is not attainable through further
refinement or exploration within the original formulation. This shifts evaluation from
assessing performance within a fixed formulation to analysing transitions between
formulations and their effect on achievable performance.

IV. Why Transformational Creativity Is Non-Trivial in Current Al Systems

Section lll identified the conditions required for transformational creativity. We now
examine why satisfying these conditions is non-trivial for current large language models.

Next-token prediction trains models to minimise predictive loss over a training
distribution. This objective rewards outputs that are consistent with patterns observed
in that distribution.



Atinference time, the problem formulation is specified by the prompt, which determines
the variables, objectives, constraints, and evaluation criteria under which the model
operates. This formulation defines a representational regime and therefore a
corresponding hypothesis class. The model then generates outputs by searching within
this prompt-defined regime.

Inference-time methods—such as prompt engineering, in-context learning, chain-of-
thought, and related techniques—can substantially improve performance. They stabilise
and encourage further searching within the hypothesis class defined by the current
problem formulation. However, they do not by themselves introduce a mechanism for
treating the problem formulation as provisional, nor for generating, comparing, and
adopting alternative formulations. As a result, they improve performance within a
representational regime, but do not typically enable transitions between regimes.

Recent theoretical work in the van der Schaar Lab' has shown that reasoning-oriented
post-training objectives caninduce a collapse of diversity in reasoning trajectories. When
optimisation focuses on correctness, probability mass concentrates on a small set of
successful reasoning templates, reducing semantic entropy and limiting exploration of
alternative solution paths. This suggests that improving reasoning performance alone
may reinforce a single mode of reasoning within a given problem formulation, rather than
supporting exploration of alternative formulations or transitions between them.

A model may generate a reformulation of the problem as part of its output. However,
reliable transformational creativity requires at least simulating the output of the
following process that (i) treats the current formulation as provisional, (ii) generates
alternative formulations, (iii) evaluates them with respectto a higher-order objective, and
(iv) adopts a new formulation when it yields a better overall trade-off. Current systems
do not have this capability.

Today’s post-training methods such as supervised fine-tuning and reinforcement
learning from human feedback can change how models respond to prompts, including
how problem formulations are interpreted and instantiated. However, they do not by
themselves create pressure to introduce a persistent mechanism for revising the
problem formulation during problem solving. The central difficulty is therefore not that
representational revision is impossible, but that making it a stable and general capability
is non-trivial.

Moreover, directly optimising for “transformational creativity” introduces an additional
challenge. When reformulation is made an explicit target, optimisation pressure shifts
toward forms of reformulation that score well under that objective. This creates a risk of
brittleness: the system may learn to produce reformulations that appear novel or
perform well on specific evaluations, without revising problem formulations in a general
and context-sensitive manner. In this sense, training for reformulation does not

10 Ruiz Luyten, M. and van der Schaar, M. “The Reasoning-Creativity Trade-off: Toward Creativity-Driven
Problem Solving.” AISTATS (2026).



straightforwardly yield transformational creativity, but instead introduces a new layer of
objective-design difficulty.

Taken together, these considerations suggest that while current systems exhibit strong
combinational and exploratory creativity within a given problem formulation, extending
them to support reliable transformational creativity requires additional mechanisms for
revising the formulation itself.

V. Empirical Paths Toward Representational Revision

If transformational creativity requires both sustained pressure for representational
revision and a mechanism capable of enacting that revision, then the practical question
becomes: what system designs can supply both? Recent empirical work suggests
possible answers.

A single predictive model trained under next-token loss tends to stabilise a coherent
internal representation and suppress persistent alternatives. Optimisation drives
compression and internal consistency, favouring a formulation that performs well across
the training distribution. Once such a regime stabilises, further progress typically takes
the form of refinement and exploration within the corresponding hypothesis class, rather
than transitions to alternative formulations.

The effectiveness of recent multi-agent and workflow-based systems can be understood
in this context. These systems introduce mechanisms that partially counteract the
convergence pressure inherent in single-model optimisation.

Work from the van der Schaar Lab' explicitly explores this direction. Instead of enforcing
early convergence to a single problem formulation, networks of agents generate,
critique, and refine competing hypotheses under different formulations. This can be
understood as maintaining multiple candidate representational regimes in parallel, each
inducing its own hypothesis class. Allowing such partially incompatible formulations to
coexist delays premature convergence and creates the conditions under which
representational revision becomes possible.

More precisely, multi-agent systems can be interpreted as implementing the functional
requirements for transformational creativity. Formulation generation arises through
agentdiversity: different agents instantiate different variables, objectives, constraints, or
modelling assumptions, thereby proposing alternative problem formulations.
Formulation maintenance is supported by partial epistemic separation between agents,
which prevents premature alignment and allows distinct representational regimes to
persist over time. Meta-evaluation is realised through inter-agent critique and
comparison, where agents evaluate and challenge each other’s formulations rather than
only producing hypotheses within a single formulation. Revision tolerance emerges
through delayed consensus mechanisms, which allow temporarily lower-performing

1 Lju, T, Estévez, S. R., Bentley, D. L., & van der Schaar, Hypothesis Hunting with Evolving Networks of
Autonomous Scientific Agents. arXiv (2025)



formulations to persist long enough to be developed and assessed. Finally,
reorganisation capacity is implemented through selection mechanisms that adopt,
combine, or replace formulations based on their performance, thereby effecting
transitions between representational regimes.

In a single-agent system, inference and optimisation dynamics typically favour rapid
convergence toward a single internally consistent formulation. Multi-agent systems can
counteract this by distributing alternative problem formulations across partially
separated agents. The critical factor is not the number of agents, but the preservation of
representational heterogeneity: distinct agents maintain different problem formulations
and therefore operate under different representational regimes. Controlled interaction
between agents can then support comparison at the level of problem formulations,
enabling transitions between regimes rather than merely refinement within one.

The degree of epistemic separation is essential. If agents exchange intermediate states
or partial solutions too early, their problem formulations tend to align prematurely. This
leads to rapid convergence to a single representational regime, eliminating the diversity
required for comparing alternative formulations. Maintaining separation long enough to
allow distinct regimes to develop is therefore necessary for representational revision.

A related direction is to treat the problem formulation itself as an object of optimisation
rather than a fixed input. In the van der Schaar Lab’s work on automated mathematical
modelling’, modelling is framed as sequential decision-making over frameworks,
formulations, and algorithmic procedures. Optimisation can therefore move beyond a
current formulation when it constrains progress. The decisive mechanism is explicit
search over alternative modelling abstractions rather than exclusive optimisation within
a fixed one. The key step is not merely broader exploration, but recognising that the
formulation itself may be limiting and shifting to a different representational regime.

Recent work from Google DeepMind™ ', including Gemini Deep Think systems and
autonomous research agents such as Aletheia, demonstrates a related but distinct
strategy. These systems combine multi-stage generation, external verification, tool use,
and iterative refinement to expand the effective search process. When verification
operates not only over candidate outputs but also over alternative problem formulations,
it can introduce pressure toward representational revision rather than mere refinement
within a fixed formulation.

These systems are not succeeding by directly optimising for “creativity.” They are
succeeding because they implement some of the structural conditions that

12 ju, T., & van der Schaar, MATHMO: Automated Mathematical Modeling Through Adaptive Search, arXiv
(2025), ICLR 2026 forthcoming

13 Feng, T., Trieu H. Trinh, G. Bingham, D. Hwang, Y. Chervonyi, J. Jung, J. Lee, C. Pagano, S-h. Kim, F. Pasqualotto,
S. Gukov, J. N. Lee, J. Kim, K. Hou, Y. Li, C. Kuang, Y. Liu, H. Lin, et al. “Towards Autonomous Mathematics
Research.” arXiv (2026)

14 Thang Luong and Vahab Mirrokni, “Accelerating Scientific Research with Gemini: Case Studies and Common
Techniques” (2026)
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transformational creativity requires: sustained plurality of representational regimes,
comparison across formulations, and mechanisms for selecting between them.

However, these capabilities are not intrinsic to the base training objective.
Representational diversity and revision are introduced through system design—via agent
interaction or structured workflows—rather than emerging from next-token prediction
itself. This is precisely why these systems are informative: their empirical success
supports the claim that escaping representational lock-in requires mechanisms that
sustain heterogeneity and enable revision at the level of problem formulation.

Taken together, these results suggest that progress toward transformational creativity
occurs when systems begin to implement, even imperfectly, the structural conditions
required for representational revision.

VI Conclusion

Transformational creativity is not merely another increment of intelligence. It is the
capacity to revise the problem formulation and the representational regime that define
the search space itself. If intelligence enables a system to explore a given hypothesis
class, transformational creativity enables it to change that class.

The ability to recombine structure across domains and explore deeply within learned
abstractions has transformed search, coding, analysis, and content generation. But
refinement within a fixed representational regime eventually reaches diminishing
returns. When progress depends on revising the problem formulation rather than refining
solutions within it, a different capability is required.

The research frontier, therefore, is not simply larger models or more sophisticated
inference procedures. It is the design of systems that can generate, maintain, and
compare alternative problem formulations, and that support repeated transitions
between representational regimes rather than one-off shifts.

The first two forms of creativity have already proven enormously powerful.
Transformational creativity has the potential to be more so. It is the difference between
accelerating within existing hypothesis classes and constructing new ones. Achieving
transformational creativity would not merely improve performance; it would enable
sustained, open-ended revision of problem formulations.

That is the challenge.
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Appendix. Emergent Intelligence under Predictive Objectives and Its Implications
for Transformational Creativity

This appendix explains how intelligence emerges in LLMs as a by-product of next-token
prediction under compression. Intelligence is not directly optimised, but arises because
discovering reusable structure improves predictive efficiency across heterogeneous
data. This provides a useful contrast with transformational creativity. Transformational
creativity, by contrast, requires revising the problem formulation itself and thereby
changing the corresponding hypothesis class. The pressures that give rise to intelligence
do not provide a mechanism for such revision. This distinction helps explain why modern
systems exhibit strong exploratory capabilities but do not naturally develop
transformational creativity.

A1. Where do LLM capabilities come from?
Intelligence

LLMs are trained to minimise next-token predictive loss. The base training objective does
not explicitly specify reasoning, planning, or abstraction as targets. It specifies only
prediction.

At small scale, shallow strategies such as learning surface regularities, short-range
correlations and memorising fragments reduce error.

As context length increases and domains mix, shallow strategies reach diminishing
returns and increasingly predict incorrectly. They cannot reduce expected surprise
across the full training distribution.

Under finite capacity, a more efficient strategy is to infer latent structure, including:

e Persistent entities
e Causalrelations

¢ Global constraints
e Implied goals

These sorts of abstractions reduce uncertainty across many examples at once.

Taken together, the capacity to discover and deploy reusable latent structure across
heterogeneous contexts is what we mean by intelligence.

Intelligence may not be the only possible strategy for effective next-token prediction in
massive and heterogeneous data. It is, however, a parameter-efficient one. Intelligence,
then, emerges because it pays. LLM intelligence is the by-product of prediction under
compression’®. This explains why LLMs are not, as is often said, “autocomplete on

15 Qur account is not derived from the Information Bottleneck framework, but it is consistent with its core
intuition: predictive sufficiency under compression shapes representation. The Information Bottleneck
framework formalises the idea that good representations balance predictive sufficiency and compression.
While originally developed for supervised learning, the same compression—prediction tension operates in
large-scale generative models.
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steroids”'® because although the objective function of the training is similar, the way they
predict is very different. LLMs predict because intelligence has emerged in their training;
in phone autocompletes, intelligence never emerged.

So, one definition of intelligence would be:

Intelligence is the capacity to discover and deploy reusable latent structure that reduces
predictive surprise across heterogeneous contexts under capacity constraints.

A2. What Intelligence Looks Like

If intelligence is the capacity to discover and deploy reusable latent structure, then
predictive behaviour in an intelligent system should track that structure rather than
surface regularities alone. We see this in several ways:

e Models maintain constraints across long contexts. Once a fact is established,
later continuations tend to respect it. If a story begins by saying that Jeff is allergic
to fish, a later continuation that casually has him ordering fish at a restaurant is
unlikely without consequence. This requires state tracking, not phrase matching.

e They resolve ambiguity by inferring hidden structure. When a sentence contains
competing surface continuations or ambiguity, the model often selects the one
consistent with underlying relations rather than the most frequent phrase. In the
often-quoted example, “The trophy does not fit in the suitcase because it is too
large,” the model typically resolves “it” as the trophy, not the suitcase.

e They generalise rules beyond specific instances. When presented with a novel
patternin arithmetic or code, they often infer the governing rule and apply it to new
inputs.

e They map structure across domains. When asked to explain one system in terms
of another, they preserve relational patterns rather than copying vocabulary.

Mechanistic work in simple domains has shown this directly. For example, models
trained only to predict the next legal move in a board game such as Othello can
nonetheless develop internal representations corresponding to the full board state, even
though that state is never explicitly supervised'. Similarly, recent work by Anthropic' has
developed tools for tracing internal computations in large language models, revealing
internal circuits and feature representations that correspond to latent conceptual
structure and evidence of planning-like processes prior to output generation. This
supports the idea that models build structured, latent representations beyond surface
statistics, even though those representations were not explicitly specified in the training
objective.

16 Eg Gary Marcus https://garymarcus.substack.com/p/alphaproof-alphageometry-chatgpt

17 1j et al., “Emergent World Representations: Exploring a Sequence Model Trained on a Synthetic Task”
(openreview.net)

18 Anthropic, “Tracing the thoughts of a large language model” (2025) (www.anthropic.com/research/tracing-
thoughts-language-model)
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These behaviours were not targets in the training objective. The model was optimised only
to reduce predictive loss. Structured abstraction emerged because it was the most
efficient way to do so across diverse contexts.

This explains why developers of these models have been surprised by the models’
intelligence. The Transformer architecture itself illustrates the point'. It was introduced
as a method for sequence modelling, particularly translation. It was not presented as a
route to general intelligence. Yet at scale broad reasoning-like behaviour emerged.

The very indifference of the training objective to intelligence is what allows it to emerge.
Intelligence appears because it is instrumentally useful for prediction, not because it is
directly optimised. This distinction matters. When intelligence itself becomes the
optimisation target, the training dynamics change.

A3. Goodhart and the Brittleness of Targeting Intelligence

If intelligence emerges as an instrumental strategy, targeting it directly alters the
optimisation problem. Goodhart’s Law states?® in its popular formulation that when a
measure becomes a target, it ceases to be a good measure. In optimisation terms, this
means that when a proxy for a property becomes the explicit objective, the system learns
to maximise the proxy rather than the underlying property.

In the case of intelligence, directly optimising models for performance on benchmarks
or curated reasoning tasks changes the internal strategy competition. Under next-token
prediction, the model must reduce predictive loss across a broad, heterogeneous
distribution. This pressure favours reusable latent structure. Under direct optimisation
for “intelligent-looking” outcomes, the pressure narrows. The model can achieve higher
reward by specialising in the patterns that score well on the proxy.The result is often
systems that perform strongly under evaluation but lack the structural robustness that
emerged under broader predictive compression.

The model appears intelligent under test conditions but lacks the underlying structural
robustness that emerged under broader predictive compression.

The apparent weakness of next-token prediction — its indifference to intelligence — is
therefore a structural strength. Because intelligence is not specified as a target, the
system must discover whatever structure reduces surprise across diverse data.

That discovery produces robustness and the kind of intelligence defined in this paper.

19 Vaswani et al., “Attention Is All You Need”(2017) (arxiv.org)
20 Manheim and Garrabrant, “Categorizing Variants of Goodhart’s Law” (2018) (arxiv.org)
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