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Abstract

Modern machine learning is powerful once a problem has been formulated. Supervised learning
assumes targets and labels, while reinforcement learning assumes rewards and environments.
Even agentic systems, despite their broader capabilities, generally inherit a predetermined
framing: they operate within a given problem space, optimise towards specified objectives, and
treat their task definition as fixed. Yet consequential problems often emerge differently, in
science, healthcare, business, and other real-world environments.

An agent may be pursuing an existing task, or simply observing its environment, when it
encounters a phenomenon that was neither sought nor represented in the current problem
formulation. The world is full of such phenomena, and most do not warrant further attention. A
phenomenon does not arrive already marked as a clue, anomaly, failure, opportunity, or
problem; it merely occurs. The crucial judgement is whether one phenomenon among many may
be consequential before its significance is known, and whether to disregard, retain, or investigate
it, allow it to motivate a new problem, or use it to reshape an existing one.

This paper introduces open-beginningness: the capacity of an Al system to make this selective
judgement during ongoing activity. The challenge is that there may be no immediate evidence that
the phenomenon matters, no agreed interpretation of what it means, and no ground truth against
which the decision can be evaluated. Its significance may depend on an unidentified context,
emerge through evidence accumulated over time, or become visible only when the current
question or representation is reconsidered. Open-beginningness is therefore distinct from
anomaly detection, curiosity-driven exploration, hypothesis generation, and open-ended
learning. These approaches identify novelty, surprise, information gain, or candidate
explanations within a supplied representation, environment, objective, domain, or question.
Open-beginningness concerns the prior judgement of whether a phenomenon should enter
inquiry at all, and, if so, whether it should motivate a new problem or reshape an existing one.

The opportunity is substantial. Progress in science, healthcare, and business often begins when
a phenomenon that others overlook or dismiss is recognised as consequential. Bringing this
capacity into Al would move machine learning beyond answering questions already posed
towards helping identify the phenomena around which new problems and questions should be
formed, opening new directions for discovery, decision-making, and action.

11 am very grateful to Andrew Rashbass for all the discussions and collaboration which resulted in this white
paper.

2 This piece was developed through extended structured dialogue between the author, Andrew Rashbass and a
large language model. The model was used as a tool for clarification, formalisation, counterargument, and
compression of ideas. The central claims and argumentative direction are the author’s. The method of
production forms part of the subject of the argument.



. The Open-Beginning Problem

Most machine learning begins after a target has been chosen, a reward defined, or a question
posed. This framing determines what the system attends to, what counts as evidence or
progress, and how performance is evaluated. Even systems described as open-ended, agentic,
or autonomous generally inherit an environment, objective, domain, or user-provided question
that establishes what they are trying to improve or discover.

But the world contains far more phenomena than any task formulation can represent. They
simply occur; they do not announce their significance or specify how they should be understood.
Most pass without entering attention or inquiry. Open-beginningness arises when, in the course
of ongoing activity, an agent singles out one phenomenon among many, treats it as potentially
consequential before its importance has been established, and asks: is this worth pursuing? At
that point, the phenomenon has not yet been established as a clue, anomaly, mechanism,
opportunity, or problem. These are possible interpretations that may emerge later. This selective
act is central not only to scientific discovery, but more broadly to problem formation and
decision-making in real-world environments.

Consider a biologist conducting a large-scale genetic screen designed to measure how
perturbing different genes affects cell growth. Alongside the intended measurements, some
perturbations are accompanied by a subtle change in cell morphology. The change is weak, falls
outside the original research question, and may be technical noise. But it may also indicate a
biological process that the growth-based formulation does not capture. Open-beginningness lies
not in detecting the morphological change, but in recognising that it may deserve sustained
attention and deciding whether the study should be extended or reframed around it.

The example exposes a more general selection problem. Scientific workflows, healthcare
systems, organisations, and other real-world environments generate far more observations than
their stated objectives can accommodate. Most should not warrant a redirection of attention or
activity. Yet a weak, recurring, or distributed phenomenon may point to a mechanism, risk,
unmet need, or opportunity that the current task was not designed to reveal. Open-
beginningness is the capacity, during ongoing activity, to determine which such phenomena, if
any, merit sustained attention; whether to disregard, retain, or investigate them; and, if pursued,
whether they should motivate a new problem or reshape an existing one. This judgement must
be made before their relevance or interpretation is known: striking observations may prove
irrelevant, while modest ones may later transform understanding.

The open-beginning problem is therefore this: how can an Al system determine which
phenomena warrant sustained attention, and whether one should give rise to a new problem or
reshape an existing one, before the evidence needed to establish its importance is available?

Il. Why Open-Beginningness Is Hard

The first difficulty is deciding what deserves interpretation at all. In a standard ML task, the
variables, outputs, or rewards specify which observations matter and constrain how they should
be understood. When operating in real-world environments, however, a system may encounter
many phenomena that were neither anticipated nor represented inits current task, most of which
should not become objects of inquiry. Open-beginningness requires the system to select which,
if any, merit interest before it knows what they mean or whether they are consequential. Once



selected, the same observation might later be interpreted as noise, evidence of model failure, an
indication of a new mechanism, a signal of an unrecognised subgroup, or nothing of
consequence. The system therefore does not merely lack an answer; it may not yet know what
question the phenomenon raises, or whether it should become a question.

Relevance is contextual, yet the relevant frame may itself be unknown. A phenomenon may
be consequential under one set of assumptions, goals, timescales, or levels of analysis and
irrelevant under another. The system must therefore determine not only what the phenomenon
means within a given frame, but which frame, or combination of frames, is appropriate for
assessing it. Consider again the morphology change observed during the genetic screen. Its
significance may depend on whether it is specific to the cell line or recurs across biological
systems; whether it is transient or sustained; whether it reflects a technical perturbation or a
change in cellular state; and whether the aim is to understand mechanism, predict treatment
response, or explain growth. These possibilities imply different interpretations, different
evidence to collect, and different reasons for pursuing the phenomenon. The system must
decide which possibilities to examine before it can know whether, and in what sense, the
phenomenon matters. No predefined rule determines the appropriate frame in advance.

The evidence may be weak, distributed, and only retrospectively meaningful. Potentially
consequential phenomena may be intermittent, restricted to particular conditions, or visible only
through connections across experiments, datasets, modalities, or time. In the genetic-screen
example, no individual image or replicate may provide compelling evidence. The morphology
change may become meaningful only if it recurs under related perturbations, persists across
time, or aligns with molecular measurements collected for another purpose. At the moment the
system encounters the phenomenon, it may have no reliable basis for knowing whether taking
interest in it will later prove decisive or misplaced. It must therefore decide what to retain before
the evidence needed to justify that decision exists.

Problem formation is endogenous and recursive. The decision to take interest in a
phenomenon, and the way it is initially interpreted, shapes what evidence is sought next. In the
biological example, following the morphology change might lead the system to compare
additional cell types or examine transcriptional and pathway-level responses. The resulting
evidence might transform the inquiry from “which genes affect growth?” to “which perturbations
induce a change in cellular state?” Context selection, evidence gathering, interpretation, and
problem formulation therefore evolve together endogenously rather than occurring as separate
stages. The object of inquiry is not simply “discovered”: it is progressively formed and revised
through choices about what to notice, retain, connect, and investigate. Addressing this challenge
requires something akin to a “nose” for relevance, a sensitivity to phenomena that may later
prove consequential without treating every observation as significant.

There may be no immediate ground truth against which to judge the system’s decision. In
supervised learning, predictions can be compared with labels; in reinforcement learning,
behaviour can be evaluated against rewards. In open-beginningness, however, the relevant
outcome may be delayed, ambiguous, or never fully observable. It may take months or years to
know whether the system selected a phenomenon that mattered, whether it was framed
appropriately, or whether pursuing it led to a valuable line of inquiry. Some promising
investigations will fail, while some observations dismissed as irrelevant will later prove decisive.
The system must therefore learn and make choices without timely or reliable feedback on
whether the phenomenon, or the problem formed around it, was worth pursuing.



Open-beginningness faces a fundamental selection dilemma. Treating every phenomenon as
potentially significant would overwhelm any system with spurious inquiries. Ignoring too
aggressively would discard precisely the weak, unconventional, or initially ambiguous
observations from which new understanding may emerge. Open-beginningness therefore sits
between two failures: seeing significance everywhere and recognising it nowhere.

Finally, open-beginningness challenges the prevailing task-centric view of machine
learning, in which the task or problem is treated as given. The system must reason not only
under uncertainty within a model, but under uncertainty about the problem itself: which
phenomena should enter its representation, what should be modelled, which relationships
matter, what evidence should count, and how progress should be judged. The challenge is
therefore not merely to learn a better solution within a given problem, but to recognise when an
encountered phenomenon warrants a new or parallel inquiry and when it should lead to revision
of the problem already being pursued.

lll. Why Open-Beginningness Matters

Scientific discovery often depends not on observing something that no one else could observe,
but on recognising that one phenomenon among many deserves sustained attention. Barbara
McClintock’s work on maize provides a striking example. The changing patterns of pigmentation
in maize kernels did not arrive identified as evidence of a new genetic mechanism; they could
readily have been dismissed as irregularities. McClintock instead traced their inheritance across
generations and inferred the existence of mobile genetic elements. The significance of what she
had recognised became widely accepted only decades later. The decisive scientific act was not
merely explaining the phenomenon, but first recognising that it was worthy of explanation.

What has changed since McClintock is not the structure of discovery, but the scale,
dimensionality, and fragmentation of scientific observation. A modern single-cell experiment, for
example, may profile tens of thousands of cells across thousands of molecular measurements.
Standard analyses may cluster cells, annotate dominant cell types or states, and compare
predefined conditions. These representations are powerful, but they also shape what becomes
visible. A rare or transitional cellular state, a weak response shared across perturbations, or a
relationship visible only by connecting gene expression with morphology, treatment response, or
time may fall outside dominant clusters and planned comparisons. It may be technical variation,
or the first indication of an unrecognised biological process. Rarity or statistical deviation alone
cannot determine which.

The contemporary failure mode is therefore not simply that a scientist overlooks a phenomenon
directly in front of them. Phenomena may remain outside the summaries, visualisations,
representations, and questions through which data are examined. Current methods can detect
clusters, outliers, differential signals, and unusual observations, but generally relative to a
chosen representation, comparison, or objective. They do not by themselves determine whether
a weak, recurring, or cross-modal phenomenon deserves investigation, or whether it should give
rise to a different scientific question.

Open-beginningness asks whether Al could extend the reach of scientific attention at this scale.
The aim is neither to imitate an exceptional scientist nor to make Al indiscriminately curious. A
system could retain unresolved phenomena that no individual scientist or laboratory could
continuously track, connect weak evidence across experiments, modalities, publications, and



time, and revisit earlier observations when later evidence changes their possible significance. It
could surface candidate phenomena together with the contexts in which they might matter, the
evidence for and against pursuing them, and the uncertainty that remains. It could also identify
which further observation or experiment would be most informative. Such systems would not
replace scientific judgement; they would expand what can enter it.

Although science makes the challenge especially visible, the same structure recurs wherever Al
operates in complex real-world environments. In healthcare delivery, a system optimising
hospital flow might notice that missed follow-up appointments repeatedly precede avoidable
emergency admissions, suggesting that continuity of care, rather than throughput, is the deeper
problem. In medicine, a decision-support system might encounter a constellation of symptoms,
laboratory changes, and treatment responses that fits no established category, raising the
possibility of an unrecognised disease process or patient subgroup. In business, a system
optimising adoption and retention might observe customers combining features in ways the
product was never designed to support, revealing an unmet need, a new customer segment, or
an emerging product category. In each case, the phenomenon is observable but peripheral to the
system’s current representation and objective. Open-beginningness lies in recognising that it
may warrant a new problem, model, or direction of inquiry.

The risk, therefore, is not only that an Al system produces the wrong answer. It may be answering
the wrong question, attending to the wrong variables, or overlooking a valuable direction outside
its current task. An encountered phenomenon may expose a limitation in the existing
formulation, but it may also justify a parallel inquiry while the original problem remains valid.
Open-beginningness points towards systems that can distinguish among these possibilities and
help determine whether the current problem should continue unchanged, be revised, or be
supplemented by a new one. This may occur autonomously or in partnership with human
knowledge and judgement.

Open-beginningness is therefore not simply another application or extension of existing
methods. It defines a research agenda in which the transition from phenomena to problems, and
the judgements governing that transition, becomes a first-class object of machine-learning
research. Its promise is hot merely Al that solves more problems, but Al that helps recognise
which phenomena deserve sustained attention and what new problems or questions should be
formed around them. Such systems could expand what scientists, clinicians, organisations, and
decision-makers can notice, retain, connect, and investigate, opening new directions for
discovery and action.

IV. Conclusion

Machine learning has made extraordinary progress once a problem has been specified. Given a
target, reward, dataset, benchmark, or hypothesis space, Al systems can predict, optimise,
retrieve, generate, plan, and act at unprecedented scale. But these capabilities begin after a prior
and consequential decision has already been made: what deserves attention, what question
should be asked, and what should count as the problem.

Open-beginningness names the challenge that precedes, and can continually reshape, that
decision. Phenomena simply occur; they do not arrive already marked as clues, anomalies,
mechanisms, opportunities, or problems. Open-beginningness arises when a system takes
selective interest in a phenomenon whose relevance is not yet known and decides whether to



disregard, retain, or investigate it; whether it should motivate a new problem; and whether the
problem already being pursued should continue unchanged or be revised.

For machine learning, this defines a demanding new research agenda: building systems that
can determine which phenomena deserve attention, what questions should be formed around
them, and when an existing problem should be retained, revised, or supplemented by a new one.
This is difficult because context may be unknown, evidence weak or distributed, feedback
delayed, and significance visible only in retrospect.

Yet these difficulties are precisely what make the opportunity so consequential. Open-
beginningness would move machine learning beyond competence within predefined
problems towards helping shape which problems are pursued in the first place. The next
frontier is therefore not only Al that provides better answers, but Al that can help move from
phenomena to problems, recognising what deserves sustained attention, what questions
should be formed around it, and where new directions for discovery and action may begin.



