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VAN DER SCHAAR LAB 

AI for Biological 
Discovery 

AI methods that turn biological data, knowledge and experimental 
constraints into hypotheses, interpretable rules, trajectories, dynamical 
models, virtual systems and defensible predictions 

FROM BIOLOGICAL DATA TO SCIENTIFIC OBJECTS 
Hypotheses  |  Interpretable rules  |  Cellular trajectories  |  Dynamical models  |  Calibrated simulators  |  
Verified causal worlds  |  ML-ready data  |  Prediction pipelines 

Website-ready portfolio 
For biologists, computational biologists, bioinformaticians, AI-for-biology researchers and machine-learning 
researchers seeking meaningful biological problems. 
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Start with the scientific object you need, not the AI label 
Bring a biological dataset, a partially understood system or an experimental bottleneck. The most useful starting question 
is not which AI technology to use, but which scientific object is needed next: a hypothesis, an interpretable rule, a cellular 
alignment, a recommended measurement time, a transparent trajectory, an executable dynamical model, a calibrated 
simulator, a verified causal world, an ML-ready dataset or a validated predictive pipeline. The portfolio is organised 
around those outputs so that scientists can find the right method without first translating their problem into machine-
learning terminology. 

This distinction matters because the same underlying AI technology can play very different roles. An LLM may generate 
sequence features inside a decision tree in DEFT, propose terms during equation search in IGSR, act as a model-
discovery agent in D3, help architect a simulator in G-Sim, or itself be trained and evaluated for causal reasoning in 
CauSim. Grouping all these as "reasoning" or "agentic AI" obscures what a scientist actually receives. 

HOW TO READ THE EXAMPLES 
Examples marked "Demonstrated" are taken from the reported experiments. Examples marked "Illustrative" are carefully 
chosen extensions that fit the method, but should not be read as claims of validation in that biological setting. 

A portfolio for different scientific roles 
• Biologists and experimental scientists: Use the question, input and output boxes to identify where a method could change 

an experiment or interpretation. 
• Computational biologists and bioinformaticians: Use the data requirements, outputs and boundaries to judge fit with an 

existing analysis pipeline. 
• AI-for-biology researchers: Use the method summaries and open biological use cases to identify co-development 

opportunities. 
• Machine-learning researchers: Use the technical novelty and scientific boundary sections to see where methodological 

advances are still needed. 

Seven routes from biological data to a scientific 
object 

 CAPABILITY SCIENTIFIC PURPOSE METHODS 

I Hunt for the question Open-ended hypothesis discovery from complex datasets. AScience / ASCollab 

II Reveal the rule Transparent sequence features and compact scientific equations. DEFT; IGSR 

III Connect the snapshots Cellular trajectories and the timing of new measurements. CellBRIDGE; Active 
Timepoint Selection 

IV Learn the dynamics Interpretable dynamical systems. TIMEVIEW & EPISODE; D3 

V Build the virtual system Calibrated generative simulators for intervention-ready what-if 
analysis. 

G-Sim 

VI Build verified causal worlds Executable causal systems for training and testing scientific 
reasoners. 

CauSim 

VII Make data and prediction 
defensible 

Human-guided data preparation and rigorous predictive AutoML. CliMB-DC; AutoPrognosis 2.0 
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Find the right method from your starting point 
The quickest route through the portfolio is to identify what data or knowledge you already have and the scientific output 
you need next. 

WHAT YOU HAVE WHAT YOU NEED NEXT BEST FIT PRIMARY OUTPUT 

Large multi-omic or clinical cohort, 
broad scientific scope 

What worthwhile questions or 
hypotheses are hidden in the data? 

AScience / ASCollab A reviewed portfolio of candidate findings 
and hypotheses 

Labelled DNA sequences Which human-readable sequence 
patterns distinguish the classes? 

DEFT A predictive decision tree with explicit 
sequence rules 

Tabular measurements and a 
continuous outcome 

What compact equation relates the 
variables to the outcome? 

IGSR A sparse equation with term-level influence 
scores 

Time-ordered scRNA-seq 
snapshots plus ligand-receptor 
knowledge 

How might cell populations connect 
across time, while respecting 
communication? 

CellBRIDGE Cross-snapshot couplings, trajectories and 
perturbation shifts 

A few distributional snapshots and 
budget for one more measurement 

When should the next destructive or 
costly sample be collected? 

Active Timepoint 
Selection 

A recommended next time and uncertainty-
reduced trajectory estimate 

Static covariates paired with 
several observed trajectories  

What is the impact of the static features 
on the trajectory behaviour? 

TIMEVIEW & 
EPISODE 

An interpretable forecasting model 
describing the trends and properties of 
predicted trajectories 

Observed trajectories, domain 
knowledge and possible extra 
variables 

What governing ODE or hybrid model 
best explains the dynamics? 

D3 Executable dynamical model code and 
suggested features 

Observational trajectories, domain 
constraints and intervention 
variables 

Can we build a calibrated virtual system 
for what-if analysis? 

G-Sim An executable simulator calibrated to data 

A causal model or causal 
knowledge that can be formalised 

Can an LLM be trained and tested on 
verified intervention questions? 

CauSim Verified causal questions, curricula and 
reasoner evaluation 

Messy tables, multiple files and 
domain-specific data issues 

How do we turn the data into a 
defensible ML-ready dataset? 

CliMB-DC A human-approved data audit, 
transformations and analysis-ready data 

A defined cohort, endpoint and 
structured feature table 

What predictive pipeline performs best 
and how does it make predictions? 

AutoPrognosis 2.0 Optimised model, validation report and 
explanations 

 

I Hunt for the question 
Open-ended discovery before the hypothesis is fixed 

The starting point is a dataset and a scientific domain, not a narrow target variable. The output is a portfolio of candidate 
discoveries that humans can evaluate and test. 

1. AScience / ASCollab 
Autonomous scientific agents for sustained hypothesis hunting 

WHY THIS METHOD EXISTS 
Most analysis systems begin with a predefined question. AScience addresses the earlier stage in which a large dataset 
exists, but the valuable questions are not yet known. It treats discovery as cumulative exploration by a community of agents 
rather than as a single prompt-and-answer exchange. 

When this is the right method 
• You have a large, heterogeneous dataset and want broad exploration rather than one narrowly specified prediction task. 
• You want multiple analytical perspectives to generate, criticise and refine candidate findings over time. 
• You need an auditable archive of hypotheses, evidence and peer review that human scientists can prioritise for validation. 
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What it does 
AScience is the conceptual framework for hypothesis hunting. ASCollab is its distributed implementation as a network of 
LLM-based research agents. Agents select analyses, inspect different regions of the hypothesis space, produce findings, 
review one another and accumulate a shared archive. The goal is not to return one definitive answer, but to sustain a 
diverse search along the quality-novelty-diversity frontier and surface candidate mechanisms, biomarkers, subgroups 
and therapeutic ideas for expert assessment. 

Input and output 

INPUT OUTPUT 

A harmonised scientific dataset, such as multi-omics, 
outcomes, perturbations or cell-atlas measurements. 

Metadata, variable definitions and analysis tools that agents 
can use. 

A broad scientific scope and shared evaluation standards, 
rather than a single fixed hypothesis. 

A portfolio of candidate findings and hypotheses rather than 
one model. 

Analysis artefacts, supporting evidence, uncertainty and 
limitations. 

Peer reviews and revisions that reveal why a finding was 
retained, rejected or refined. 

A cumulative archive that human scientists can triage for 
follow-up. 

Concrete biological examples 

USE CASE EXAMPLE INPUT EXAMPLE OUTPUT 

Cancer multi-omics 
Demonstrated 

TCGA-style tumour cohorts with RNA-seq, 
protein or pathway measurements and survival 
outcomes. 

Rediscovered biomarkers, pathway extensions and 
candidate therapeutic hypotheses, each 
accompanied by analysis and peer review. 

Spatial immune atlas 
Illustrative 

Spatial transcriptomics, cell-type annotations, 
neighbourhood features and clinical context 
from inflamed or tumour tissue. 

Candidate hypotheses about rare niches, interacting 
cell states or spatial programmes worth targeted 
validation. 

Perturbation programme 
Illustrative 

CRISPR or drug-screen readouts, metadata and 
both expected and failed experiments. 

A reviewed set of unexpected response programmes, 
possible mechanisms and analyses that could 
discriminate between them. 

For computational biologists and ML researchers 
The research contribution is a model of scientific discovery built from agents, evolving collaboration networks and explicit 
evaluation norms. Heterogeneous agents self-organise, produce findings and perform peer review, allowing cumulative 
search rather than independent one-shot generation. For ML researchers, key open problems include grounded tool use, 
novelty assessment, memory, coordination, credit assignment, uncertainty and prospective biological validation. 

Important boundary 

WHAT IT IS NOT 
ASCollab is not a replacement for experimental validation, and it does not guarantee that a novel-looking association is 
mechanistic. It is also not a conventional AutoML system: its primary output is a portfolio of candidate discoveries, not an 
optimised predictor. 

Status: Research preprint (2025). Demonstrated on cancer cohorts; wet-lab validation remains essential. 
Paper: Hypothesis Hunting with Evolving Networks of Autonomous Scientific Agents 

 

II Reveal the rule 
Transparent features and equations that can become biological hypotheses 

These methods return inspectable scientific objects: a sequence decision rule or a compact mathematical relationship. 
They are designed to make the learned structure available for debate and experiment. 

https://arxiv.org/abs/2510.08619
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2. DEFT 
Interpretable DNA sequence classification through dynamic feature generation 

WHY THIS METHOD EXISTS 
Genomic prediction is often accurate but opaque. DEFT is designed for settings in which the sequence rule itself is 
scientifically valuable: the model should not merely label a sequence, but expose the motifs, combinations or positional 
patterns that drive the label. 

When this is the right method 
• You have fixed-length DNA sequences with supervised labels, such as active versus inactive enhancers or pause sites 

versus controls. 
• You need a transparent model whose decision process can be read and challenged by a biologist. 
• You want the feature vocabulary to expand during learning rather than being restricted to a fixed library of k-mers or hand-

crafted motifs. 

What it does 
DEFT builds a decision tree while dynamically creating new sequence features at individual nodes. An LLM proposes 
biologically meaningful feature concepts and executable feature code, conditioned on the local subset of sequences and 
the path of previous splits. A reflection and evolution process refines candidate features. The selected features become 
part of the tree itself, so interpretation is intrinsic to prediction rather than added afterwards. 

Input and output 

INPUT OUTPUT 

Labelled, aligned or fixed-length DNA sequences. 
Task context such as sequence length, genomic region and 

class meaning. 
Optional biological metadata that can guide meaningful 

feature proposals. 

A compact decision tree that directly performs classification. 
Explicit generated sequence features with descriptions and 

executable definitions. 
Human-readable split rules showing which patterns matter in 

which sequence subpopulations. 
Predicted class labels for new sequences. 

Concrete biological examples 

USE CASE EXAMPLE INPUT EXAMPLE OUTPUT 

Pol II pausing 
Demonstrated 

Sequence windows labelled by whether they exhibit 
RNA Polymerase II pausing. 

A tree whose generated sequence rules distinguish 
pausing from non-pausing windows and suggest 
testable regulatory features. 

Enhancer activity 
Demonstrated 

MPRA construct sequences with active or inactive 
enhancer labels. 

Interpretable combinations of sequence patterns 
that classify enhancer activity. 

Regulatory variants 
Illustrative 

Reference and variant sequence contexts paired 
with experimentally measured regulatory effects. 

Rules that identify which sequence changes are 
associated with gain or loss of regulatory activity, 
suitable for experimental follow-up. 

For computational biologists and ML researchers 
DEFT tackles the expressivity-interpretability trade-off in axis-aligned decision trees. Instead of splitting only on raw 
coordinates, each node can synthesise a higher-level semantic sequence feature. The LLM is a feature generator inside a 
transparent learner, not the final predictor. Interesting extensions include uncertainty-aware feature generation, multi-
task trees, integration with motif databases and prospective design of discriminating sequences. 

Important boundary 

WHAT IT IS NOT 
DEFT is not a post-hoc explanation method for a black-box neural network. The decision tree and its generated features are 
the predictive model. It is also not a general-purpose model for arbitrary omics modalities; the current method is tailored to 
supervised DNA sequence classification. 
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Status: Conference paper, AISTATS 2026. Open-source code available. 
Paper: Interpretable DNA Sequence Classification via Dynamic Feature Generation in Decision Trees 
Code: Repository 

 
3. Influence-Guided Symbolic Regression (IGSR) 
Discover compact scientific equations with term-level feedback 

WHY THIS METHOD EXISTS 
A fitted curve can predict well while saying little about the relationship it has learned. IGSR searches for sparse equations 
that scientists can inspect, while giving the search process granular feedback about which mathematical terms actually 
improve generalisation. 

When this is the right method 
• You have tabular variables and a continuous outcome and want an interpretable equation rather than a black-box predictor. 
• You suspect nonlinear interactions or transformations but do not know the functional form in advance. 
• You want to distinguish useful terms from decorative complexity and retain a ranked account of each term's contribution. 

What it does 
IGSR asks an LLM to propose nonlinear basis functions, fits their coefficients in a linear model, and evaluates the 
influence of each term by measuring the validation error increase when that term is removed. Low-value terms are 
pruned, high-value terms are retained, and Monte Carlo Tree Search balances exploration of new functional forms with 
exploitation of promising components. The result is a compact equation, not merely a score. 

Input and output 

INPUT OUTPUT 

A regression table with candidate explanatory variables and 
a continuous target. 

Variable names, units and scientific context to guide 
meaningful term generation. 

Training and validation data for evaluating generalisation 
and term influence. 

A sparse closed-form equation with fitted coefficients. 
A ranked influence score for each mathematical term. 
Predictions and validation performance for the discovered 

equation. 
A compact scientific object that can be challenged, 

compared with prior theory and tested experimentally. 

Concrete biological examples 

USE CASE EXAMPLE INPUT EXAMPLE OUTPUT 

Genomic 
mechanism 
Demonstrated 

A high-dimensional genomic feature table, 
including DNA methylation-related variables, with 
Pol II pausing as the outcome. 

A compact relationship linking methylation-related 
features to pausing; the resulting hypothesis 
received supporting wet-lab evidence. 

PK/PD relationship 
Demonstrated 

Dose, concentration, time and response 
measurements from a pharmacological system. 

An interpretable equation approximating the dose-
concentration-response relationship. 

Signalling response 
Illustrative 

Perturbation dose, receptor abundance, pathway 
activity and phenotypic response across 
conditions. 

A sparse equation identifying nonlinear terms that 
best explain the measured response and can guide 
mechanism-focused experiments. 

For computational biologists and ML researchers 
The key novelty is term-level influence as a feedback signal for LLM-guided symbolic search. Candidate nonlinear basis 
functions are combined in a weighted additive model; removing one term while holding the rest fixed yields a marginal 
generalisation contribution. This makes the search more directed than whole-equation scalar feedback. Open directions 
include dimensional consistency, causal constraints, coupled dynamical equations and experimental design around 
competing equations. 

https://arxiv.org/abs/2604.12060
https://github.com/nicolashuynh/deft
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Important boundary 

WHAT IT IS NOT 
An interpretable equation discovered from observational data is not automatically causal. IGSR identifies predictive 
mathematical relationships and candidate mechanisms; causal interpretation still requires design, assumptions and 
validation. The present formulation focuses on sparse equations rather than general coupled ODE systems. 

Status: Conference paper, ICML 2026. Open-source code available. 
Paper: Influence-Guided Symbolic Regression: Scientific Discovery via LLM-Driven Equation Search with Granular 
Feedback 
Code: Repository 

 

III Connect the snapshots 
Reconstruct cellular change and decide when to measure next 

Single-cell and other destructive assays reveal populations at isolated times. One method improves how snapshots are 
connected; the other chooses the time of the next snapshot. They solve related but distinct problems. 

4. CellBRIDGE 
Reconstruct cellular trajectories while respecting cell-cell communication 

WHY THIS METHOD EXISTS 
Single-cell measurements are destructive: the cell observed at one timepoint is not the same cell measured later. Standard 
alignment methods often connect snapshots using expression similarity alone, even though cell fate is shaped by 
communication. CellBRIDGE brings ligand-receptor structure into the alignment itself. 

When this is the right method 
• You have time-ordered scRNA-seq snapshots and cannot trace individual cells longitudinally. 
• Cell-cell signalling is biologically important to the transition you want to reconstruct. 
• You want a trajectory estimate that supports interpretable in silico perturbation of specific ligand-receptor interactions. 

What it does 
CellBRIDGE constructs directed, typed communication structure from ligand and receptor activity, then aligns 
successive cell populations using an interaction-aware optimal transport objective. The learned couplings preserve both 
feature similarity and communication relationships. These couplings can be used to interpolate marginals, estimate 
downstream trajectories or push forward a velocity field. Silencing selected ligand-receptor pairs changes the interaction 
structure and reveals predicted trajectory shifts. 

Input and output 

INPUT OUTPUT 

Time-ordered scRNA-seq snapshots represented as gene-
expression matrices or AnnData objects. 

A curated ligand-receptor catalogue and cell annotations 
where available. 

Experimental time labels; spatial coordinates are not required. 

Probabilistic couplings linking cell populations across 
consecutive snapshots. 

Interaction-aware cellular trajectories or velocity estimates 
downstream of the alignment. 

Predicted trajectory changes after in silico silencing of ligand-
receptor pairs. 

An interpretable account of which communication channels 
shape the alignment. 

https://arxiv.org/abs/2605.29184
https://arxiv.org/abs/2605.29184
https://github.com/vanderschaarlab/IGSR
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Concrete biological examples 

USE CASE EXAMPLE INPUT EXAMPLE OUTPUT 

Lung cancer 
Demonstrated 

Time-ordered lung-cancer scRNA-seq snapshots 
plus ligand-receptor knowledge. 

Improved cross-snapshot couplings and trajectory 
shifts after ligand-receptor silencing that recapitulate 
expected pathway-inhibition effects. 

Tumour treatment 
Illustrative 

Pre-treatment and serial post-treatment tumour 
biopsies with immune and stromal cell profiles. 

Candidate paths into resistant states and predicted 
changes when specific tumour-immune 
communication channels are blocked. 

Organoid development 
Illustrative 

Destructive single-cell snapshots across organoid 
differentiation with a ligand-receptor catalogue. 

Interaction-aware developmental trajectories and 
candidate signalling interactions that may redirect 
lineage allocation. 

For computational biologists and ML researchers 
CellBRIDGE modifies the geometry of optimal transport. It augments feature-based matching with a directed, typed 
interaction cost derived from ligand-receptor activity and uses a fused Gromov-Wasserstein formulation to align both cell 
states and relational structure. This opens ML questions around uncertainty, partial observability, lineage constraints, 
spatial data, multi-omics and causal validation of communication-mediated transitions. 

Important boundary 

WHAT IT IS NOT 
The output is a probabilistic reconstruction, not direct lineage tracing of individual cells. In silico ligand-receptor silencing 
reveals model-implied trajectory changes, not proof of a causal effect. The quality of the result depends on snapshot 
design, expression measurements and the communication knowledge used. 

Status: Conference paper, ICML 2026. Open-source code available. 
Paper: CellBRIDGE: Learning Cellular Trajectories via Interaction-Aware Alignment 
Code: Repository 

 
5. Active Timepoint Selection 
Choose when the next biological snapshot should be measured 

WHY THIS METHOD EXISTS 
In many time-course experiments, each sample destroys the cells or tissue being measured and sequencing is expensive. 
The most informative time may lie between conventional sampling points. This method turns trajectory learning into an 
experimental-design question: where should we look next? 

When this is the right method 
• Each timepoint contains a distribution of cells or phenotypes rather than a single scalar value. 
• You have already collected several snapshots and can afford one or a few additional measurements. 
• Your main design decision is when to sample, especially around transitions, branches or rapid response phases. 

What it does 
The method maps probability distributions into a tractable tangent-space representation using Linearized Optimal 
Transport, compresses the representation and fits a probabilistic Gaussian-process surrogate to the evolving measure. 
Epistemic uncertainty over the probability path then drives an acquisition rule that chooses the next time expected to 
reduce uncertainty most. 

Input and output 

INPUT OUTPUT 

https://arxiv.org/abs/2605.30635
https://github.com/nicolashuynh/cellbridge
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Observed distributional snapshots at known times, such as 
cell-state distributions from scRNA-seq. 

A candidate time interval or grid from which a new 
measurement can be selected. 

A measurement budget and the features used to represent 
each distribution. 

A probabilistic reconstruction of the measure-valued 
trajectory. 

Uncertainty over the trajectory between observed snapshots. 
A recommended next sampling time that maximally reduces 

uncertainty. 
An updated trajectory estimate after the new snapshot is 

acquired. 

Concrete biological examples 

USE CASE EXAMPLE INPUT EXAMPLE OUTPUT 

Cell reprogramming 
Demonstrated 

Sparse single-cell snapshots from a reprogramming 
process. 

A next timepoint recommendation that improves 
recovery of the underlying distributional trajectory 
compared with uncertainty-agnostic schedules. 

Immune activation 
Illustrative 

Cell-state distributions at 0, 6, 24 and 72 hours after 
infection or stimulation, with budget for one extra 
sequencing run. 

A recommendation, for example in the under-
sampled transition window, together with the 
uncertainty it is expected to resolve. 

Organoid perturbation 
Illustrative 

Destructive organoid single-cell snapshots before 
and after a genetic or chemical perturbation. 

The next measurement time most likely to capture 
branching, recovery or divergence between 
conditions. 

For computational biologists and ML researchers 
The method extends active learning from Euclidean targets to trajectories whose states are probability measures in 
Wasserstein space. Linearized optimal transport provides a tangent representation, and a warped multi-output Gaussian 
process supplies epistemic uncertainty. Open directions include jointly choosing time, perturbation and assay; batch 
acquisition; multi-fidelity measurements; and active design under biological constraints. 

Important boundary 

WHAT IT IS NOT 
This method chooses when to measure. It does not decide which gene to perturb, which ligand-receptor pair to block or 
which assay to run. It also assumes that uncertainty in the learned trajectory is a meaningful guide to measurement value. 

Status: Conference paper, ICML 2026. Open-source code available. 
Paper: Active Timepoint Selection for Learning Measure-Valued Trajectories 
Code: Repository 

 

IV Learn the dynamics 
Move from curves to interpretable behaviour and governing models 

TIMEVIEW predicts trajectories from baseline features, SemanticODE represents low-dimensional behaviour directly, and 
D3 searches for executable governing systems. They should not be treated as interchangeable time-series models. 

6. Interpretable Dynamical Systems (TIMEVIEW & 
EPISODE) 
Predict a whole continuous response curve from baseline features, transparently 

WHY THIS METHOD EXISTS 
Many biological questions concern the shape of a future curve, not a single endpoint. TIMEVIEW predicts a continuous 
trajectory from static covariates while exposing higher-level motifs such as increase, decrease, convexity, plateaus and 
transition points. Semantic Modelling takes this a step further and constructs a fully transparent model that is editable, 
verifiable and admits prior knowledge about the trajectory shapes. 

https://arxiv.org/abs/2605.30625
https://github.com/nicolashuynh/active_wass
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When this is the right method 
• Each training example contains static or baseline covariates paired with an observed trajectory sampled at irregular times. 
• At prediction time, you want to map baseline features to an entire future response curve. 
• You need transparency about the shape of the predicted trajectory and how covariates alter that shape. 

What it does 
TIMEVIEW represents trajectories with spline-based components and dynamical motifs. It learns how static covariates 
determine the composition and properties of those motifs, allowing a new sample's baseline features to generate a 
continuous forecast. Transparency operates at two levels: the trajectory can be described in terms of motifs and 
transition points, and the relationship between input features and changes in trajectory shape can be inspected. 

TIMEVIEW predicts a continuous trajectory from static features. Then it extracts the overall shape of the trajectory as a 
sequence of motifs (such as increasing or decreasing) and its properties (such as maxima or minima). The relationship 
between the static features and trajectory’s shape and properties can be inspected via an interactive visualization tool. 
Semantic ODE and EPISODE (Semantic Modelling) go a step further and map the static features directly to the shape of 
the trajectory and its properties. For instance, by predicting the shape of a trajectory with a decision tree and its maximum 
with an additive model. In addition to understanding the relationship between static features and the trajectory 
behaviour, this approach allows for editing, verification of constraints and incorporation of domain knowledge about 
trajectory’s shape. 

Input and output 

INPUT OUTPUT 

For training: static covariates paired with noisy or irregularly 
sampled trajectories. 

For prediction: the baseline covariates of a new sample, 
patient or experimental condition. 

 
Optional behavioural constraints or prior knowledge about 

plausible dynamics. 

A continuous predicted trajectory rather than a single scalar 
forecast. 

An interpretable motif composition and transition points for 
the curve. 

Visualisable relationships between covariates and trajectory 
shape and properties. 

Editable and verifiable model. 
 

Concrete biological examples 

USE CASE EXAMPLE INPUT EXAMPLE OUTPUT 

Tumour response 
Demonstrated 

Baseline tumour or subject covariates and 
treatment dose, paired during training with 
observed tumour-volume curves. 

A predicted tumour-volume trajectory for a new 
baseline profile, plus an interpretable description of 
its shape. 

Population pharmacokinetic 
model 
Demonstrated 

Observed drug concentration in blood over time and 
baseline covariates. 

A continuous response curve showing whether the 
system rises, peaks, plateaus or recovers, and 
which baseline features alter those behaviours. 

Longitudinal prognosis 
Illustrative 

Baseline patient features paired with repeated 
biomarker or functional measurements during 
training. 

A patient-specific future trajectory with transparent 
shape components, supporting monitoring 
hypotheses. 

For computational biologists and ML researchers 
TIMEVIEW is a supervised covariate-to-function model. It combines spline representations with a visualization tool that 
shows the relationship between features and trajectory behaviour.l This differs from autoregressive forecasting and from 
mechanistic ODE discovery.  EPISODE uses interpretable classification and regression models to map features to 
trajectory shape and properties. These are later mapped to the actual trajectory using a dedicated trajectory predictor. 

Important boundary 

WHAT IT IS NOT 
TIMEVIEW and Semantic Modelling are not primarily autoregressive models that consume a patient's past time series and 
predict the next value. It predicts a whole trajectory from static covariates using training examples with trajectories. 
Sensitivity of a prediction to an input is not, by itself, a causal treatment effect. The method does not output a closed-form 
ODE, and the published concrete model is not a general high-dimensional simulator of tissues or cell populations. Its 
strength is transparent low-dimensional behaviour modelling; broader biological systems require methodological 
extension. 
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Status: Published at ICLR 2024. Open-source code available. 
Paper: Towards Transparent Time Series Forecasting 
Code: Repository 
 
Status: Published at ICLR 2025. Open-source code available. 
Paper: No Equations Needed: Learning System Dynamics Without Relying on Closed-Form ODEs 
Code: Repository 
 
Status: Published at ICML 2025. Open-source code available. 
Paper: Skip the Equations: Learning Behavior of Personalized Dynamical Systems Directly From Data 
Code: Repository 

 
7. Data-Driven Discovery of Dynamical Systems (D3) 
Use AI agents to discover interpretable ODE and hybrid models from trajectories 

WHY THIS METHOD EXISTS 
Discovering a dynamical model requires more than fitting parameters. Scientists must choose state variables, model 
structure, prior knowledge, residual components and potentially new measurements. D3 turns this iterative modelling 
process into a coordinated agentic search. 

When this is the right method 
• You have individual or population trajectories and want an executable model of how the system evolves. 
• Prior scientific knowledge exists but the correct ODE structure or missing variables are uncertain. 
• You want the system to propose, fit, criticise and revise white-box or hybrid dynamical models, not only forecast the data. 

What it does 
D3 coordinates modelling, feature-acquisition and evaluation agents. Given trajectories and a natural-language system 
description, agents propose executable ODE or hybrid ODE-neural models, fit their parameters, inspect numerical and 
scientific failures and iterate. A feature-acquisition agent can recommend additional variables that may improve the 
model. The best model remains inspectable as code and equations rather than being hidden inside a monolithic 
predictor. 

Input and output 

INPUT OUTPUT 

Trajectories of the variables to be modelled, possibly across 
individuals or conditions. 

Observed covariates, variable names, units, ranges and a 
natural-language description of the system. 

Prior knowledge and, optionally, a catalogue of additional 
variables that could be acquired. 

Executable code for a fitted white-box ODE or hybrid 
dynamical model. 

Estimated parameters and quantitative validation results. 
Agent critiques, model revisions and scientific plausibility 

checks. 
Recommendations for additional variables or features that 

could improve the model. 

Concrete biological examples 

USE CASE EXAMPLE INPUT EXAMPLE OUTPUT 

Warfarin PK 
Demonstrated 

Individual drug-concentration trajectories, dose and 
patient covariates, plus pharmacological context. 

An interpretable pharmacokinetic model whose 
structure and predictions were assessed by 
pharmacometricians. 

Tumour-immune dynamics 
Illustrative 

Longitudinal tumour burden, immune-state 
measurements, treatment schedule and known 
biological constraints. 

A candidate ODE or hybrid model of tumour-
immune-treatment dynamics, together with 
variables whose measurement may resolve model 
failures. 

https://proceedings.iclr.cc/paper_files/paper/2024/file/b5414313268287725e91a8eae9ddea01-Paper-Conference.pdf
https://github.com/vanderschaarlab/TIMEVIEW
https://arxiv.org/abs/2501.18563
https://github.com/krzysztof-kacprzyk/SemanticODE
https://github.com/krzysztof-kacprzyk/EPISODE
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USE CASE EXAMPLE INPUT EXAMPLE OUTPUT 

Infection response 
Illustrative 

Pathogen load, cytokines and cell-population 
trajectories across perturbations. 

Executable competing models of response and 
resolution, ranked by fit and plausibility, with 
suggested missing state variables. 

For computational biologists and ML researchers 
D3 uses LLMs as scientific model-discovery agents rather than as text generators. Candidate dynamical systems are 
represented as executable PyTorch code and evaluated through simulation and validation. The method searches across 
white-box and hybrid model classes and includes explicit feature acquisition. Open directions include stronger 
identifiability tests, multi-scale systems, symbolic guarantees, intervention design and closed-loop experiments. 

Important boundary 

WHAT IT IS NOT 
D3 is not the same as Active Timepoint Selection. Its feature-acquisition component recommends variables or features 
that could improve a dynamical model; it does not primarily optimise sampling times. It also does not make an inferred 
ODE automatically mechanistically correct: alternative models, identifiability and prospective experiments remain central. 

Status: Published at NeurIPS 2024. Open-source code available. 
Paper: Data-Driven Discovery of Dynamical Systems in Pharmacology using Large Language Models 
Code: Repository 

 

V Build the virtual system 
Create calibrated simulators for what-if analysis 

The output is an executable generative world that can be run under interventions. The core challenge is to combine 
plausible structure with empirical calibration. 

8. G-Sim 
Construct calibrated generative simulators for intervention-ready what-if analysis 

WHY THIS METHOD EXISTS 
Useful simulation requires both structure and empirical grounding. Hand-built simulators may be incomplete, purely data-
driven models may extrapolate poorly, and unconstrained LLM-generated code may sound plausible without matching 
reality. G-Sim combines LLM-guided simulator design with rigorous calibration to observed data. 

When this is the right method 
• You want an executable virtual system that can generate trajectories under different actions or interventions. 
• You have observational data plus domain knowledge, constraints, manuals or a partial causal structure. 
• The simulator may be stochastic, non-differentiable or have an intractable likelihood, making standard gradient-based fitting 

difficult. 

What it does 
G-Sim uses an LLM to propose and refine a compositional simulator: state variables, submodules, causal relationships 
and interfaces. Numerical parameters are then grounded in data using gradient-free optimisation or simulation-based 
inference. Diagnostics from calibration feed back into structural refinement. The final artefact is a generative program 
that can be run under initial conditions and interventions, with parameters estimated from evidence. 

Input and output 

INPUT OUTPUT 

https://proceedings.neurips.cc/paper_files/paper/2024/file/aea8bdc42d8ba3a67a69b3f18be93f69-Paper-Conference.pdf
https://github.com/vanderschaarlab/DataDrivenDiscovery
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Observed trajectories or fragmented datasets describing parts 
of the system. 

Domain knowledge, constraints, partial graphs, manuals or 
scientific descriptions. 

Defined state variables, actions or interventions and the 
behaviours the simulator should reproduce. 

An executable, compositional simulator that generates system 
trajectories. 

Calibrated parameter estimates or a posterior distribution over 
parameters. 

Diagnostic evidence about which structures or modules fit 
poorly. 

Intervention-ready simulations for policy, experiment or 
treatment scenarios. 

Concrete biological examples 

USE CASE EXAMPLE INPUT EXAMPLE OUTPUT 

Epidemic system 
Demonstrated 

Observed epidemic trajectories, an SIR-like 
conceptual structure and intervention variables. 

A calibrated simulator that can explore alternative 
system-level interventions and out-of-distribution 
scenarios. 

Tumour-immune system 
Illustrative 

Longitudinal tumour, immune and treatment data 
plus known interactions and plausible module 
structure. 

A virtual tumour-immune system that generates 
trajectories under pathway blockade or treatment 
schedules, with calibrated uncertainty. 

Organoid culture 
Illustrative 

Growth, morphology and molecular readouts across 
culture conditions, together with protocol 
knowledge. 

A calibrated simulator for exploring medium 
changes, timing and perturbation combinations 
before selecting experiments. 

For computational biologists and ML researchers 
G-Sim separates structural design from numerical calibration while coupling them in an iterative loop. LLMs propose 
modular causal structure; likelihood-free and gradient-free methods fit simulators that may be stochastic or non-
differentiable. For ML researchers, key problems include simulator validation, structural uncertainty, extrapolation, 
compositionality, multi-fidelity data and active calibration. 

Important boundary 

WHAT IT IS NOT 
G-Sim is a simulator-construction framework, not a causal reasoner. Its output is an executable, calibrated virtual system. 
A "causally informed" simulator still inherits structural assumptions and does not prove causal identification from 
observational data. 

Status: Published at ICML 2025. Open-source code available. 
Paper: G-Sim: Generative Simulations with Large Language Models and Gradient-Free Calibration 
Code: Repository 

 

VI Build verified causal worlds 
Use executable causal systems for training and verification 

Here the simulator is not primarily the scientific product for a biologist. It is the source of verified supervision used to 
improve and assess the causal reasoning of AI systems. 

9. CauSim 
Create executable causal worlds to train and verify LLM causal reasoning 

WHY THIS METHOD EXISTS 
Counterfactual ground truth is unavailable in the real world, and high-quality intervention examples are scarce. CauSim 
addresses the supervision problem: it builds executable structural causal models whose intervention and counterfactual 
answers can be generated and checked exactly. 

https://proceedings.mlr.press/v267/holt25b.html
https://github.com/samholt/generative-simulations
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When this is the right method 
• Your aim is to improve or evaluate the causal reasoning of an LLM or agent. 
• You can specify, construct or formalise structural causal models for the domain. 
• You need scalable, verified questions covering deduction, abduction, intervention and counterfactual reasoning. 

What it does 
CauSim incrementally builds causal simulators through specification, planning, execution and verification. It translates 
between code and natural language, generates causal questions from executable structural causal models and obtains 
ground-truth answers by running them. Complexity can increase over a curriculum, enabling training, self-improvement 
and evaluation of a target LLM. Existing domain knowledge can also be formalised into executable supervision. 

Input and output 

INPUT OUTPUT 

Executable or non-executable causal knowledge, such as an 
SCM, diagram or natural-language mechanism. 

A target LLM or agent to train and evaluate. 
Curriculum settings controlling simulator complexity and types 

of causal query. 

Verified datasets of causal questions with executable ground-
truth answers. 

Curricula of increasingly complex causal worlds. 
Trained or fine-tuned causal reasoners and evaluation results. 
Formalised domain knowledge that can be queried through 

interventions and counterfactuals. 

Concrete biological examples 

USE CASE EXAMPLE INPUT EXAMPLE OUTPUT 

Synthetic SCMs 
Demonstrated 

Automatically generated structural causal models of 
increasing complexity. 

Verified deduction, abduction, intervention and 
counterfactual question-answer pairs used to train 
and evaluate LLMs. 

Stroke knowledge 
Demonstrated 

Domain knowledge related to the NIH Stroke Scale 
formalised into a causal simulator. 

Augmented, executable supervision for causal 
questions grounded in the specified medical 
knowledge. 

Signalling pathway 
Illustrative 

A curated gene-regulatory or signalling SCM 
describing nodes, mechanisms and interventions. 

A benchmark and training set testing whether an AI 
system can correctly reason about inhibition, 
activation and counterfactual pathway states. 

For computational biologists and ML researchers 
CauSim focuses on verifiable causal supervision for language models. Because every generated query is tied to 
executable code, answers can be checked rather than judged by another language model. The framework studies scaling 
with causal-system complexity, self-generated curricula and formalisation of domain knowledge. Open problems include 
realism, structural uncertainty, transfer from synthetic SCMs to scientific reasoning and robust verification of formalised 
knowledge. 

Important boundary 

WHAT IT IS NOT 
CauSim does not, by itself, discover causal structure or estimate treatment effects from raw observational biology data. It 
reasons over causal systems that have been specified or generated. If the SCM is wrong or incomplete, the resulting 
supervision faithfully reflects the wrong model. 

Status: Research preprint (2026). Code and broader domain benchmarks are under active development. 
Paper: CauSim: Scaling Causal Reasoning with Increasingly Complex Causal Simulators 

 

VII Make data and prediction defensible 
Prepare messy data, then optimise a defined predictive task 

CliMB-DC and AutoPrognosis are complementary. One helps make the data and modelling assumptions defensible; the 
other searches for a strong predictive pipeline after the cohort and endpoint are defined. 

https://arxiv.org/abs/2605.09079
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10. CliMB-DC 
A human-guided, data-centric copilot for turning messy biomedical data into ML-ready evidence 

WHY THIS METHOD EXISTS 
Many biomedical ML failures begin before model fitting: inconsistent units, hidden leakage, missing values, noisy labels, 
duplicated patients, subgroup imbalance or domain-specific transformations. CliMB-DC makes these data decisions 
explicit and keeps the domain expert in the loop. 

When this is the right method 
• Your data arrive as messy tables or multiple files and require domain-specific cleaning and reconciliation. 
• You want to work in natural language while retaining approval over consequential transformations. 
• You need a traceable data audit before model selection, rather than an AutoML system that assumes the table is already 

valid. 

What it does 
CliMB-DC combines a strategic coordinator agent, a specialised worker agent and an extensible library of data-centric 
tools. It plans and executes data inspection, formatting, cleaning, feature handling and modelling steps, asks for expert 
input when domain judgement is required, and can re-plan or backtrack. The emphasis is on making raw data 
scientifically and statistically defensible before and during modelling. 

Input and output 

INPUT OUTPUT 

Raw tabular files, data dictionaries and a natural-language 
scientific or predictive goal. 

Domain-expert feedback about units, labels, valid ranges, 
cohorts and transformations. 

Optional modelling constraints and evaluation requirements. 

An audit of missingness, label quality, leakage, outliers, 
redundancy, subgroups and shift. 

Proposed and executed transformations with human approval 
and provenance. 

An ML-ready dataset plus an analysis and modelling report. 
Intermediate artefacts that make data decisions inspectable 

and revisable. 

Concrete biological examples 

USE CASE EXAMPLE INPUT EXAMPLE OUTPUT 

Multi-assay study 
Illustrative 

Several assay tables with inconsistent sample 
identifiers, units, missing values and batch metadata, 
plus a goal of predicting perturbation response. 

A reconciled dataset, documented transformations, 
warnings about confounding or leakage and a 
defensible modelling-ready table. 

Hospital cohort 
Demonstrated domain 

Messy real-world healthcare tables containing 
missingness, label noise and domain-specific data 
issues. 

Improved transformation into ML-ready data 
compared with existing copilot baselines, while 
incorporating expert guidance. 

Multi-site omics 
Illustrative 

Feature tables from several centres with site effects, 
different preprocessing and subgroup imbalance. 

A data-quality diagnosis, proposed harmonisation 
and shift checks, and a documented dataset for 
downstream modelling. 

For computational biologists and ML researchers 
CliMB-DC frames data preparation as a reasoning and planning problem rather than a fixed preprocessing recipe. A 
coordinator creates and revises a plan; a worker invokes specialised data-centric tools; human feedback is incorporated 
at decision points. Research opportunities include reliable tool selection, provenance, uncertainty over transformations, 
privacy, multimodal data and evaluation of end-to-end scientific validity. 

Important boundary 

WHAT IT IS NOT 
CliMB-DC is not autonomous scientific discovery and it is not simply another predictive model. Its central product is a 
better-specified, better-documented data and modelling process. Domain expertise remains necessary because no copilot 
can infer the correct meaning of every variable or cohort decision from a file alone. 
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Status: Published in the Journal of Data-centric Machine Learning Research (2025). Open-source code available. 
Paper: Towards Human-Guided, Data-Centric LLM Co-Pilots 
Code: Repository 
Project page: View project 

 

11. AutoPrognosis 2.0 
Automated, interpretable prediction once the cohort and endpoint are defined 

WHY THIS METHOD EXISTS 
After the scientific question, cohort and outcome have been specified, researchers still face a large model-development 
space: imputation, preprocessing, algorithms, hyperparameters, ensembles, validation and explanation. AutoPrognosis 
automates this pipeline and packages the result for use and review. 

When this is the right method 
• You already have a structured feature table, a defined cohort and a clear prediction target. 
• You want to compare and optimise many diagnostic, prognostic, regression or survival pipelines reproducibly. 
• You need explanations and a deployable demonstrator, not only a cross-validation score. 

What it does 
AutoPrognosis 2.0 searches over end-to-end predictive pipelines, including missing-data imputation, feature processing, 
model choice, hyperparameters and ensembles. It supports classification, regression and time-to-event tasks, produces 
explanation artefacts and can generate interactive clinical demonstrators. The framework lowers the engineering barrier 
while preserving systematic validation and comparison. 

Input and output 

INPUT OUTPUT 

A structured table with rows as samples or patients and 
columns as defined features. 

A clearly specified outcome: class, continuous target or time-
to-event endpoint. 

A valid cohort definition, train-test strategy and evaluation 
metrics. 

An optimised and reproducible predictive pipeline. 
Cross-validation and held-out performance summaries. 
Feature-attribution or case-based explanations, depending on 

configuration. 
An optional web demonstrator for interacting with the fitted 

model. 

Concrete biological examples 

USE CASE EXAMPLE INPUT EXAMPLE OUTPUT 

Clinical prognosis 
Demonstrated domain 

A patient cohort table with clinical variables and a 
defined diagnostic, prognostic or survival endpoint. 

An optimised model, evaluation report, explanations 
and an interactive prediction interface. 

Perturbation response 
Illustrative 

A structured table of baseline cell-state or molecular 
features with a responder versus non-responder label. 

A benchmarked predictive pipeline identifying which 
baseline features support response classification. 

Experimental outcome 
Illustrative 

Featurised assay conditions and sample properties 
with a continuous yield, toxicity or success outcome. 

A validated regression model and explanations that 
reveal which measured factors drive predictions. 

For computational biologists and ML researchers 
AutoPrognosis formulates pipeline construction as automated machine learning over a heterogeneous search space, 
including imputation, preprocessing and model ensembling. It supports task-specific evaluation and interpretation. For 
biology, an important frontier is to connect this structured-data engine to modality-specific representation learning while 
preserving leakage control, uncertainty and external validation. 

https://data.mlr.press/assets/pdf/v02-28.pdf
https://github.com/vanderschaarlab/climb/tree/climb-dc-canonical
https://www.vanderschaar-lab.com/climb-dc/
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Important boundary 

WHAT IT IS NOT 
AutoPrognosis does not decide whether the cohort, endpoint or data-generating process is scientifically appropriate. It 
assumes a modelling table and target have already been defined. That is why it complements rather than replaces CliMB-
DC: CliMB-DC focuses on data validity and human-guided preparation; AutoPrognosis focuses on optimising the predictive 
pipeline. 

Status: Published in PLOS Digital Health (2023). Open-source code and project demonstrators available. 
Paper: AutoPrognosis 2.0: Democratizing diagnostic and prognostic modeling in healthcare with automated machine 
learning 
Code: Repository 
Project page: View project 

How the methods can work together 
The portfolio is most powerful when methods are combined around a scientific programme. The following examples show 
complementary roles without collapsing distinct methods into one category. 

A single-cell perturbation programme 
CliMB-DC reconciles sample metadata, quality-control outputs, batch information and assay tables, 

documenting data decisions. 

CellBRIDGE connects destructive snapshots while incorporating ligand-receptor communication. 

Active Timepoint 
Selection 

identifies the next timepoint most likely to resolve trajectory uncertainty. 

D3 uses observed trajectories and biological knowledge to propose an interpretable dynamical model. 

G-Sim turns the validated components into a calibrated virtual system for testing intervention combinations. 

A regulatory-genomics discovery programme 
DEFT learns transparent sequence rules for a labelled regulatory phenomenon. 

IGSR links sequence-derived, epigenetic and molecular features to a quantitative outcome through a 
compact equation. 

AScience / ASCollab broadens the search across cohorts or perturbations, generating and reviewing candidate regulatory 
hypotheses. 

CauSim can formalise a curated regulatory mechanism into executable causal questions for testing the 
reasoning of scientific agents. 

A tumour cohort and longitudinal response 
programme 

CliMB-DC checks cohort construction, missingness, leakage, outcome definitions and multi-source data 
integration. 

AScience / ASCollab hunts for subgroups, pathways and response hypotheses before fixing one modelling target. 

AutoPrognosis 2.0 optimises a defined diagnostic, prognostic or response-prediction task. 

TIMEVIEW predicts an entire response trajectory from baseline covariates when trajectory-labelled training data 
are available. 

https://journals.plos.org/digitalhealth/article?id=10.1371/journal.pdig.0000276
https://journals.plos.org/digitalhealth/article?id=10.1371/journal.pdig.0000276
https://github.com/vanderschaarlab/AutoPrognosis
https://www.autoprognosis.vanderschaar-lab.com/
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G-Sim supports system-level what-if analysis once a credible simulator structure and calibration data are 
available. 

The distinctions that matter most 
These pairs are easy to confuse because they share data types or AI components. Their outputs and scientific roles are 
different. 

PAIR CRITICAL DISTINCTION 

G-Sim vs CauSim G-Sim builds a calibrated simulator of a target system for what-if analysis. CauSim 
uses executable structural causal models to generate verified training and evaluation 
data for an LLM reasoner. 

CliMB-DC vs AutoPrognosis CliMB-DC focuses on data quality, domain decisions and human-guided preparation. 
AutoPrognosis assumes the cohort and endpoint are defined and optimises the 
predictive pipeline. 

EPISODE vs D3 Semantic ODE and EPISODE directly represent low-dimensional behaviour using motifs 
and properties without returning a closed-form ODE. D3 explicitly searches for 
equation-based or hybrid dynamical models. 

CellBRIDGE vs Active Timepoint 
Selection 

CellBRIDGE asks how cell populations at different snapshots should be aligned. Active 
Timepoint Selection asks when the next snapshot should be collected. 

DEFT vs IGSR DEFT produces a decision tree with generated DNA-sequence features for 
classification. IGSR produces a compact equation linking tabular variables to a 
continuous outcome. 

AScience vs CliMB-DC AScience hunts broadly for candidate scientific findings. CliMB-DC makes a specified 
data and modelling workflow valid, traceable and usable. 

A research ecosystem for biological discovery 
No single model can take a biological programme from raw data to mechanism, experiment and intervention. The van der 
Schaar Lab portfolio instead provides distinct scientific capabilities that can be assembled around a real question: open-
ended hypothesis hunting, transparent sequence and equation discovery, interaction-aware cellular trajectories, active 
measurement design, interpretable dynamics, calibrated virtual systems, verified causal worlds and reasoning 
benchmarks, data-centric preparation and automated prediction. 

The common ambition is not simply to automate analysis. It is to build AI that produces scientific objects people can 
inspect, test and improve: hypotheses with evidence, rules with biological meaning, trajectories with uncertainty, 
equations and dynamical models, simulators that can be challenged, causal questions with verifiable answers, and 
predictive pipelines whose assumptions are visible. 

FOR EQUIRIES and COLLABORATORS 
The strongest collaborations begin with an important biological question, a clear account of the available data and 
experiments, and a willingness to co-develop new machine-learning methods when existing tools are not sufficient. The 
methods in this catalogue are starting points for that process, not a closed menu of applications. 
 
For questions about these methods, interest in applying them to a biological or medical setting, or potential 
collaboration enquiries, please complete our enquiry form: https://forms.gle/2Tc6JtvT3cmFHjhD7 

Suggested website calls to action 
• Bring a biological problem: Describe the mechanism, transition, prediction or experimental decision that matters. 
• Bring the data as it really is: Include missingness, failed experiments, batch structure, metadata and practical constraints. 
• Identify the scientific output: Decide whether the next useful object is a hypothesis, rule, trajectory, measurement, 

dynamical model, simulator, causal benchmark or predictive pipeline. 
• Co-develop and validate: Build the method with domain experts and define the experimental or prospective evidence 

needed to trust it. 

https://forms.gle/2Tc6JtvT3cmFHjhD7

